Concepts of Statistical Inference: A Randomization Based Curriculum (Draft Module 1, January 2008)

Module 1: Introduction to Statistical Inference (for 2×2 Tables)
Example 1: Dolphin Therapy?

Swimming with dolphins can certainly be fun, but is it also therapeutic for patients suffering from clinical depression?  To investigate this possibility, researchers recruited 30 subjects aged 18-65 with a clinical diagnosis of mild to moderate depression.  Subjects were required to discontinue use of any antidepressant drugs or psychotherapy four weeks prior to the experiment, and throughout the experiment.  These 30 subjects went to an island off the coast of Honduras, where they were randomly assigned to one of two treatment groups.  Both groups engaged in the same amount of swimming and snorkeling each day, but one group (the animal care program) did so in the presence of bottlenose dolphins and the other group (outdoor nature program) did not.  At the end of two weeks, each subjects’ level of depression was evaluated, as it had been at the beginning of the study (Antonioli and Reveley, 2005).

(a) Why did the researchers include a comparison group in this study?  Why didn’t they just see how many patients showed substantial improvement when given the dolphin therapy?

The following table summarizes the results of this experiment:

	
	Animal care program

(dolphin therapy)
	Outdoor nature program

(control group)
	Total

	Showed substantial improvement
	10
	3
	13

	Did not show substantial improvement
	5
	12
	17

	Total
	15
	15
	30


Do the data appear to support the claim that dolphin therapy is effective?  A useful first step is to calculate the proportion who improved in each group.
(b) Calculate these proportions.  Did the dolphin therapy group have a higher proportion who showed substantial improvement than the control group?
Yes indeed, the proportion who improved is higher in the dolphin therapy group (10/15 ≈ .667, or 66.7%) than in the control group (3/15 = .200, or 20.0%).  But is it possible that this difference (.667 vs. .200) could happen even if dolphin therapy was not effective, simply due simply to the random nature of putting subjects into groups (i.e., the luck of the draw)?

(c) Is that possible?  Explain.
Well, yes, it is possible that the researchers were unlucky and happened to “draw” more of the subjects who were going to improve into the dolphin therapy group.  But if 13 of the 30 people were going to improve regardless of whether they swam with dolphins or not, we would have expected 6 or 7 to end up in each group; how unlikely is a 10/3 split by this random assignment process alone?  If the answer is that this observed difference would be very surprising if dolphin therapy were not effective, then we would have strong evidence to conclude that dolphin therapy is effective.  Why?  Because otherwise, we would have to believe that a rare event just happened to occur in this experiment.
So, the key question now is how we determine whether the observed difference between the groups is surprising under the assumption that dolphin therapy is not effective.  (We will call this assumption the null model. This is the model saying that subjects do not react differently to the treatments.)  We want to know, if the null model is true, how often would the random assignment process alone would lead to such a large difference between the treatment groups. We will answer this question by replicating the randomization process all over again, but in a situation where we know that dolphin therapy is not effective (assuming the null model is true).  We’ll start with 13 “improvers” and 17 non-improvers, and we’ll randomly assign 15 of these 30 subjects to the dolphin therapy group and the remaining 15 to the control group.  
Now the practical question is, how do we do this random assignment?  One answer is to use cards, such as playing cards.  We could take 30 cards, designate 13 of them to represent improvers the other 17 as non-improvers, shuffle them up, and randomly deal out 15 to be the dolphin therapy group.  [For example, you might use a regular deck of 52 playing cards, let 13 face cards (jacks, queens, kings, plus one of the aces) represent improvers, and let 17 non-face cards (twos through fives, plus one six) represent non-improvers.]  Then once we’ve done this random assignment, we could construct the 2×2 table to show the results to see how many improvers we end up with in each group, where clearly nothing different happened to those in “group A” and those in “group B” – any differences that arise are due to the random assignment process alone.
I’ll start by doing this once and telling you what happens.  Here’s the resulting table for Repetition 1:

	
	Animal care program

(dolphin therapy)
	Outdoor nature program

(control group)
	Total

	Showed substantial improvement
	8
	5
	13

	Did not show substantial improvement
	7
	10
	17

	Total
	15
	15
	30


(d) Is the result of this random assignment as extreme as the actual experimental data that the researchers obtained?  Hint: One way to answer this is to compare the proportions of improvers in the two groups.  
We see that 8/15 ≈ .533 improved in the “dolphin therapy” group, compared to 5/15 ≈ .333 in the control group.  This difference (.200) is less than in the actual study, where the difference was .467.  So, with this particular random assignment, based on the implicit assumption that dolphin therapy is not effective (and so there is no real difference between the groups), the result is less extreme than the results observed in the actual study.
But what we really need to know is “how often” we get a result as extreme as the actual study by chance alone, so I’ll repeat this random assignment process (with the 30 playing cards) four more times and report the 2×2 table each time (to save space I’ll just give the numbers without the labels this time):
Repetition 2:

Repetition 3:

Repetition 4:

Repetition 5:
6
7

8
5

7
6

7
6
9
8

7
10

8
9

8
11
(e) In how many of these five repetitions are the results as extreme as the actual experimental data?

Technical time-saving note: This procedure ensures that the row and column totals to be the same in all of these tables.  In other words, we always have 13 improvers and 17 non-improvers, and we always have 15 in the dolphin therapy group and 15 in the control group.  A practical benefit of this is that we do not have to calculate the difference in group proportions each time to determine if the result is as extreme as the actual data.  All we have to do is check whether there are 10 or more improvers in the dolphin therapy group.  This is the case for none of these repetitions, so 0 of the 5 repetitions thus far have produced a result as extreme as the actual data.

(f) Now you repeat this randomization process (shuffling the 30 cards and dealing 15 to each group, counting the number of improvers in each group) five times, working with your partner(s).  Report the five 2×2 tables each time:

Repetition 6:

Repetition 7:

Repetition 8:

Repetition 9:
Repetition 10:

(g) In how many of your 5 repetitions are the results as or more extreme as the actual experimental data (10 or more of the 13 improvers in the dolphin group)?

(h) Use the axis below to create a dotplot of the number of improvers randomly assigned to the dolphin therapy group, for these ten repetitions.  
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(i) Granted, ten repetitions is not all that many, but how’s it looking so far?  Does it seem like the actual experimental results (the observed 10/3 split) would be surprising to arise purely from the random assignment process under the null model that dolphin therapy is not effective?  Explain.
We really need to do this simulated random assignment process hundreds, preferably thousands of times.  This would be very tedious and time-consuming with cards, so let’s turn to technology.  
(j) Log onto the computer and open Internet Explorer.  Go to the “Dolphins applet” (www.rossmanchance.com/applets/Dolphins/Dolphins.html).  Click on “Randomize” and notice that the applet does what you have done: shuffle the 30 cards and deal out 15 for the “dolphin therapy” group, separating face cards from non-face cards.  The applet also determines the 2×2 table for the simulated results and creates a dotplot of the number of improvers (face cards) randomly assigned to the “dolphin therapy” group.  Now click on randomize four more times.  Based on what you did above, do these look like believable simulation results?  In other words, do you have any reason to doubt that the applet is performing the simulation correctly?
 (k) Now turn off the “Animate” button, and enter 995 for the number of repetitions.  This produces a total of 1000 repetitions of the simulated random assignment process.  Based on the dotplot, does it seem like the actual experimental results (10 improvers in dolphin therapy group) would be surprising to arise solely from the random assignment process under the null model that dolphin therapy is not effective?  Explain.

Here’s what I obtained from repeating this random assignment process 1000 times:
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(l) Are your simulation results similar to mine?  (Don’t worry too much about the details; just look at the overall shape, location, and spread.)

(m) In what proportion of your 1000 simulated random assignments were the results as (or more) extreme as the actual study (which, you’ll recall, saw 10 substantial improvements in the dolphin therapy group)?  Also answer the same question for my simulation results and for our simulations combined. 

(n) Are these proportions small enough so that you would consider such an outcome (or more extreme) surprising under the null model that dolphin therapy is not effective?

(o) In light of your answers to the previous two questions, would you say that the experimental data that the researchers obtained provide strong evidence that dolphin therapy is effective (i.e., that the null model is not correct)?  Explain your reasoning, based on your simulation results, including a discussion of the purpose of the simulation process and what information it revealed to help you answer this research question. 
What bottom line does our analysis lead to?  Is dolphin therapy effective?  Well, there are rarely definitive answers in statistics, but we have strong evidence to conclude from these data that dolphin therapy is effective.  Why?  Because our simulation analysis shows that we would very rarely get data at least as extreme as the actual experimental results if dolphin therapy was not effective.  So since the researchers did obtain such extreme results, this provides evidence that the data did not arise from a process governed by the null model.
Let’s take a step back and consider the reasoning process and analysis strategy that we have employed here.  Our reasoning process has been to start by supposing that dolphin therapy is not effective (our null model), and then ask if the observed results would be unlikely to have occurred just by the random assignment process, assuming this null model.  We can summarize our analysis strategy as the three R’s:

· Randomize.  We randomly assigned 30 hypothetical subjects (with 13 improvers) into the two treatment groups.  This mirrors what was done in the original study, but we our random assignment assumes the null model, that only randomization, not effectiveness of dolphin therapy, was at work here.

· Repeat.  To get a sense for how unlikely the researchers’ observed results were, we had to repeat this randomization process a large number of times.  We started out with hands-on simulations using cards, but then we moved on to using technology for speed and efficiency.

· Reject?  Our strategy is to “reject” the null model if the actual experimental data obtained by the researchers are out in the tail of our null distribution.  Such a “tail result” would indicate that the observed data would be very surprising if the null model were true, so the reasonable conclusion would be to reject that null model.  In the above analysis, the 10/3 split obtained in this study was clearly out in the tail of the distribution generated by the null model, so we have strong evidence to reject the null model.  The researchers’ data is not consistent with the results that would be produced if the null model was true. Therefore, this study provides strong evidence to conclude that dolphin therapy is effective.

We will use this reasoning process and analysis strategy often, starting with the next example about whether yawns are contagious.  But first, let’s introduce some terminology to make it easier to talk about this kind of analysis, and we’ll ask a follow-up question to test your understanding thus far.

Terminology: The long-run proportion of times that an event happens when its random process is repeatedly indefinitely is called the probability of the event.  We can approximate a probability empirically by simulating the random process a large number of times and determining the proportion of times that the event happens.  

More specifically, the probability that random assignment would produce data as (or more) extreme as an actual study is called a p-value.  Our analysis above approximated this p-value by simulating the random assignment process a large number of times under the null model and the proportion of the random assignments that produced results as extreme as the researchers’ actual data.  You can obtain better and better approximations of this p-value by using more and more repetitions in your simulation.
A small p-value indicates that the large difference in the groups observed in the actual study would be surprising to occur by random assignment alone, if the null model were true.  Such a result is said to be statistically significant, providing evidence against the null model, meaning we don’t think it arose just by the luck of the draw but reflects a genuine difference in the treatments.  The smaller the p-value, the stronger the evidence against the null model.  There are no hard-and-fast cut-off values for gauging the smallness of a p-value, but generally speaking:

· A p-value above .10 constitutes little or no evidence against the null model.

· A p-value below .10 but above .05 constitutes moderately strong evidence against the null model.

· A p-value below .05 but above .01 constitutes reasonably strong evidence against the null model.

· A p-value below .01 constitutes very strong evidence against the null model.

Just to make sure you’re following this terminology, answer:

(p) What is the approximate p-value for the dolphin study, first based on your simulation, then based on mine, then based on a combination of our simulations?


Yours:


Mine:


Combined:

Technical note: If you’re really mathematically inclined, you could determine this probability exactly by counting all the ways to assign 30 subjects to these groups and also counting all the ways to get a 2×2 table as extreme as the actual one.  The exact probability (to three decimal places) turns out to be .013.  The values you report in (p) are approximations to this exact value.  With 1000 repetitions, hey should be pretty good approximations, indicating that we don’t need to perform the mathematical analysis to be comfortable in the conclusions that we draw from the simulation.
Further Exploration: 

(q) What if the study had found the same overall proportion of improvers, but with the group proportions closer together?  More specifically, suppose that the actual data had turned out with 2 fewer improvers in the dolphin therapy group and 2 more improvers in the control group, as follows:

	
	Animal care program

(dolphin therapy)
	Outdoor nature program

(control group)
	Total

	Showed substantial improvement
	8
	5
	13

	Did not show substantial improvement
	7
	10
	17

	Total
	15
	15
	30


How would this have affected our analysis, and the p-value, and the conclusion?  First make a conjecture, and explain your reasoning.  Then investigate this question with a simulation. [Hint: Use your earlier simulation results but explain what you are doing differently now to find the approximate p-value.]   Explain why your answers (about how the strength of evidence against the null model change when the group difference is not as large) make intuitive sense.

Example 2: Contagious Yawns?

Are yawns contagious?  Conventional wisdom says yes: when you see someone else yawn, you’re prone to feel sleepy and let out a yawn yourself.  How many times have you caught yourself in this situation, or noticed it in someone else?  But will this hypothesis withstand a scientific test?  Will data support this claim?

The folks at MythBusters, a popular television program on the Discovery Channel, investigated this issue by using a two-way mirror and a hidden camera.  Fifty subjects sat in a booth, accompanied only by an experimental attendee.  For some of the subjects, the attendee yawned (planting a yawn “seed”), while for other subjects the attendee did not yawn.  The researchers decided in advance, with a random mechanism, which subjects would receive the yawn seed and which would not.  As time passed, the researchers watched to see which subjects yawned.  They found that 10 of 34 subjects who had been given a yawn seed actually yawned themselves, compared with 4 of 16 subjects who had not been given a yawn seed.  These data are summarized in the following 2×2 table:

	
	Yawn seed planted
	Yawn seed not planted
	Total

	Subject yawned
	10
	4
	14

	Subject did not yawn
	24
	12
	36

	Total
	34
	16
	50


Before we ask you to analyze these data, first take a step back and see some similarities between this study and the dolphin study: 
· The goal is to compare “yes/no” responses between two groups.

· Researchers started with a conjecture that one particular group would “do better” on the response (have a higher proportion of “yeses”) than the other.

· The response variable is categorical and binary, so the data can be organized in a 2×2 table of counts.

· Researchers used random assignment to put subjects in one of two treatment groups.

Do the data appear to support the claim that yawns are contagious?  Well, more people yawned in the “seed” group (10 vs. 4), but this comparison is not meaningful by itself.  

(a) Why not, and what would be a better comparison to make?

Because the group sizes are unequal (34 in the yawn seed group, 16 in the non-seed group), we need to calculate the proportion in each group who yawned.

(b) Calculate the proportion of yawners for each group.  Did the “yawn seed” group have a higher proportion of yawners, as compared to the control group?

(c) Is it possible that yawning is not contagious, and random assignment alone is responsible for the observed difference in proportions of yawners between the two groups?

Sure, it’s possible.  As with the dolphin study, the key question is whether it’s very unlikely.  Again, our analysis strategy will follow the three R’s: 1) Randomize, 2) Repeat, 3) Reject the null model (that yawning is not contagious) if the actual result that the researchers observed is out in the tail of the randomization distribution (unlikely to occur by chance alone).  Instead of using cards this time, let’s turn immediately to technology to conduct this simulation. 
(d) Open the “yawning applet” (www.rossmanchance.com/applets/Yawning/Yawning.html).  Use the applet to simulate random assignment of these 50 subjects to the two groups, assuming that the two groups are equally likely to yawn (the null model of no treatment effect) and 14 yawners overall.  Do this a total of five times.  Record the five resulting 2×2 tables below.  Are any of these tables as extreme as the actual data, which had 10 yawners in the “yawn seed” group?  
(e) Now turn off the “Animate” button” and ask for 995 additional repetitions of this random assignment process.  In what proportion of your 1000 simulated random assignments were the results as (or more) extreme as the actual study (which, you’ll recall, saw 10 yawners in the “yawn seed” group)?
(f) Is this proportion small enough to indicate that the results actually observed by the researchers (the 10/4 split) would be surprising to arise from the random assignment process alone if there were no effect of the yawn seed (if the null model was true)?

(g) Based on your answer to (f), what evidence do you have from these data about whether yawning is contagious (whether planting a yawn leads to a higher proportion of yawns)?  Explain your reasoning, based on your simulation analysis.
Earlier we listed several similarities between how the yawning study and the dolphin therapy study.  Now notice what's different about our findings in these two examples: with the dolphin therapy study, we found that the data observed by the researchers was quite surprising under the null model.  So, we had strong evidence to reject the null model and conclude that dolphin therapy is, in fact, effective for treating patients with mild to moderate depression.  But now with the yawning study, we find that the data observed by the researchers was not at all surprising under the null model.  If the null model is true, it’s quite plausible that the random assignment process alone could have produced the difference in the groups that the researchers found. So, we have no reason to reject the null model that yawning is not contagious.  In other words, these data do not provide convincing evidence to believe that yawning is contagious (that the results weren’t just due to the luck of the draw).
Before we move on, let’s practice applying some of the terminology introduced earlier.

(h) What is the null model in this simulation analysis? 
(i) What is the approximate p-value for this study?

(j) Is the difference in yawning proportions between the two groups statistically significant in this study?  Explain what this means, and how you can tell.
A mathematical analysis reveals that the exact p-value for this study turns out to equal .513.

(k) Explain what this p-value means.  In other words, .513 is the probability of what, assuming what?

Further Exploration: 

(l) What if this study had involved twice as many subjects, with the same group proportions of yawners?  Would this have affected our analysis, p-value, and conclusion?  If so, how?  First make a conjecture, and explain your reasoning.  Then investigate this question with a technology-based simulation.  Summarize your findings, and explain why they make intuitive sense.

Example 3: Murderous Nurse?

For several years in the 1990s, Kristen Gilbert worked as a nurse in the intensive care unit (ICU) of the Veteran’s Administration hospital in Northampton, Massachusetts.  Over the course of her time there, other nurses came to suspect that she was killing patients by injecting them with the heart stimulant epinephrine.  Part of the evidence against Gilbert was a statistical analysis of more than one thousand 8-hour shifts during the time Gilbert worked in the ICU (Cobb and Gelbach, 2005).  Here are the data:

	
	Gilbert working on shift
	Gilbert not working on shift
	Total

	Death occurred on shift
	40
	34
	

	Death did not occur on shift
	217
	1350
	

	Total
	
	
	


Before we begin to analyze these data, let’s again pause to note some similarities between this study and the previous two.  First, we are again comparing two groups, investigating a conjecture that one group would “do better” on the response than the other.  And the data can again be represented in a 2×2 table, because both the variables are categorical and binary.  But there are two big differences in this study, which we will deal with when they arise.

(a) Were deaths more likely to occur on shifts that Gilbert was working than on shifts when she was not?  Calculate and compare the relevant proportions from the two-way table above.  [Hint: You will first need to fill in the totals of the table.]
Gilbert’s defense attorneys would not be pleased with the information revealed by your calculations.  A death occurred on only 2.5% of the shifts that Gilbert did not work, but on a whopping 15.6% of the shifts on which Gilbert did work.  The prosecution could correctly tell the jury that a death was more than 6 times as likely to occur on a Gilbert shift as on a non-Gilbert shift.

Could Gilbert’s attorneys consider a “random chance” argument for her defense?  Is it possible that deaths are no more likely on her shifts and it was just the “luck of the draw” that resulted in such a higher percentage of deaths on her shifts?  Possible, sure, but we have learned from the previous two examples how to use simulation to investigate how unlikely such a result is.

Now we come to one of ways in which this study differs from the yawning and dolphin studies: we have very large group sizes here.  We don’t just have 30 or 50 subjects this time.  Our observational units are the 8-hour hospital shifts, and we have more than 1600 shifts in this analysis.  This is not a complaint: presumably more data is better than less data, as long as it was collected well and recorded accurately.  But this does mean that using playing cards for our simulation is out of the question.  This time we will use technology from the start.
(b) Use the applet (http://www.rossmanchance.com/applets/Friendly1/friendly1.html) or other software to simulate 1000 repetitions of randomly assigning these shifts to the two groups.  Draw a rough sketch of the histogram showing the applet’s results for the number of shifts with a death that are randomly assigned to Kristin Gilbert’s group.

(c) Did any of these repetitions produce a result as extreme as the actual data (40 or more deaths on a Gilbert shift)?

If any of your simulated repetitions produced such an extreme result, something probably went wrong with your analysis.  Granted, it’s not impossible to obtain such an extreme result, but the exact probability of this can be shown to be less than 1 in 100 trillion.

(d) What are we forced to conclude about the question of whether random chance is a plausible explanation for the observed discrepancy in death rates between the two groups?  Can we (essentially) rule out random chance as the explanation for the larger percentage of deaths on Gilbert’s shifts than on other shifts?  Explain the reasoning process. [Hint: What is the null model in this study, and what did the simulation reveal about outcomes produced under the null model?]
If Gilbert’s attorneys try to make this argument that “it’s only random chance that produced such extreme values on Kristin’s shifts,” the prosecution will be able to counter that it’s virtually impossible for random chance alone to produce such an extreme discrepancy in death rates between these groups.  It’s just not plausible for the defense attorneys to assert that random chance accounts for the large difference in the groups that you observed in (a).

(e) So while we can’t use “random chance” as an explanation, does this analysis mean that there is overwhelming evidence that Gilbert is guilty of murder, or can you think of another plausible explanation to account for the large discrepancy in death rates?  Explain.

Now we come to the second primary difference between this case and the yawning and dolphin studies.  This difference is subtle but crucial.  It does not change our analysis strategy at all, but it does have a dramatic impact on how we interpret our findings, on the kind of conclusion that we’re able to draw.  To see what this second difference is, consider the following question:

(f) Did researchers randomly assign shifts to either be worked by Gilbert or not?

Presumably, Gilbert’s work schedule was not determined at random.  There must have been a schedule, some sort of system, by which shifts were assigned to nurses.  It may not have been a rigid schedule or system, but it’s certainly not the case that these 1641 shifts were all shuffled up and then 257 shifts were drawn at random to be worked by Gilbert.

(g) So, even after we rule out random chance as the explanation for the data, does that mean that Gilbert’s guilt as a murderer is the only explanation that is left?

No, there are any number of other explanations that are possible and even plausible.  Maybe Gilbert was assigned to work night shifts, and maybe more of these patients tend to die at night for some physiological reason.  That would explain the large discrepancy in death rates between Gilbert shifts and other shifts.  
But then, why aren’t other explanations possible in the dolphin therapy study?  Maybe people who like animals were assigned to the dolphin group and so were more likely to improve; is that a plausible explanation for why the dolphin group improved so much more often than the other group?  No, it’s not.  The reason is random assignment.  Subjects were randomly assigned to one group or the other, so that impersonal randomization should have balanced out all other characteristics between the two groups (for example, we should get a similar distribution of animal lovers in each group).  The only difference between the groups should then be whether the subjects got dolphin therapy or a nature program.  Because we (pretty much) ruled out random chance as the explanation for the difference in improvement rates, the only explanation left is that the dolphin therapy really helped.

A study such the case against Kristen Gilbert, where the observations units are observed as they occur naturally rather than randomly assigned by researchers, is called an observational study.  We typically cannot draw cause-and-effect conclusions from observational studies, because the possibility of alternative explanations always exists.  Randomized experiments, such as the dolphin and yawning studies, do allow for cause-and-effect conclusions when the observed experimental results are found to be very unlikely to occur under the null model of no difference between the groups.
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