Concepts of Statistical Inference: A Randomization Based Curriculum (Draft Module 2, January 2008)

Module 2: Introduction to Statistical Inference (for a Proportion)
Example 1: Naughty or Nice?
We all recognize the difference between naughty and nice, right?  What about children less than a year old- do they recognize the difference and show a preference for nice over naughty?  In a study reported in the November 2007 issue of Nature, researchers investigated whether infants take into account an individual’s actions towards others in evaluating that individual as appealing or aversive, perhaps laying for the foundation for social interaction (Hamlin, Wynn, and Bloom, 2007).  In one component of the study, 10-month-old infants were shown a “climber” character (a piece of wood with “google” eyes glued onto it) that could not make it up a hill in two tries.  Then they were alternately shown two scenarios for the climber’s next try, one where the climber was pushed to the top of the hill by another character (“helper”) and one where the climber was pushed back down the hill by another character (“hinderer”).  The infant was alternately shown these two scenarios several times. Then the child was presented with both pieces of wood (the helper and the hinderer) and asked to pick one to play with.  The researchers found that the 14 of the 16 infants chose the helper over the hinderer.
(a) What proportion of these infants chose the helper toy?  Is this more than half (a majority)?
Suppose for the moment that the researchers’ conjecture is wrong, and infants do not really show any preference for either type of toy.  In other words, infants just blindly pick one toy or the other, without any regard for whether it was the helper toy or the hinderer.  Put another way, the infants’ selections are just like flipping a coin: choose the helper if the coin lands heads and the hinderer if it lands tails.

(b) If this is really the case (that infants show no preference between the helper and hinderer), is it possible that 14 out of 16 infants would have chosen the helper toy just by chance?  (In other words, is it possible that in 16 tosses of a fair coin, you might get 14 heads?)
Well, sure, it’s definitely possible that the infants have no real preference and simply pure random chance led to 14 of 16 choosing the helper toy.  But is this a remote possibility, or not so remote?  In other words, would the observed result (14 of 16 choosing the helper) be very surprising if infants had no real preference, or somewhat surprising, or not so surprising?  If the answer is that that the result observed by the researchers would be very surprising if infants had no real preference, then we would have strong evidence to conclude that infants really do prefer the helper.  Why?  Because otherwise, we would have to believe that the researchers were very unlucky and a very rare event just happened to occur in this study.  In other words, if we find that a fair coin would very seldom lead to such an extreme result, then we can use this as evidence that the infants were acting not as if they were flipping a coin but instead have a genuine preference for the helper toy.
So, the key question now is how to determine whether the observed result is surprising under the assumption that infants have no real preference.  (We will call this assumption of no genuine preference the null model.)  To answer this question, we will replicate the infants’ selection process over and over, assuming that infants have no genuine preference and were essentially flipping a coin in making their choices (i.e., knowing the null model to be true).  In other words, we’ll simulate the process of 16 hypothetical infants making their selections by random chance (coin flip), and we’ll see how many of them choose the helper toy.  Then we’ll do this again and again, over and over.  Every time we’ll see how many of the 16 infants choose the helper.  Once we’ve repeated this process a large number of times, we’ll have a pretty good sense for whether 14 of 16 is very surprising, or somewhat surprising, or not so surprising under the null model.

Just to see if you’re following this reasoning, answer the following:

(c) If it turns out that we very rarely see 14 of 16 choosing the helper in our simulated studies, explain why this would mean that the actual study provides strong evidence that infants really do favor the helper toy.
(d) What if it turns out that it’s not very uncommon to see 14 of 16 choosing the helper in our simulated studies: explain why this would mean that the actual study does not provide much evidence that infants really do favor the helper toy.

Now the practical question is, how do we simulate this selection at random (with no genuine preference)?  One answer is to go back to the coin flipping analogy.  Let’s literally flip a coin for each of the 16 hypothetical infants: heads will mean to choose the helper, tails to choose the hinderer.  
(e) What do you expect to be the most likely outcome: how many of the 16 choosing the helper?

(f) Do you think this simulation process will always result in 8 choosing the helper and 8 the hinderer?  Explain.

I’ll get us started by doing this simulation once and showing you what I get:

	Child #
	1
	2
	3
	4
	5
	6
	7
	8

	Coin flip
	H
	H
	T
	T
	T
	T
	H
	H

	Toy choice
	Helper
	Helper
	Hinderer
	Hinderer
	Hinderer
	Hinderer
	Helper
	Helper

	Child #
	9
	10
	11
	12
	13
	14
	15
	16

	Coin flip
	H
	H
	T
	T
	H
	T
	T
	H

	Toy choice
	Helper
	Helper
	Hinderer
	Hinderer
	Helper
	Hinderer
	Hinderer
	Helper


Result of first repetition: 8 choose helper, 8 choose hinderer
(g) Is the result of this repetition as extreme (as far from expected) as what the researchers actually found (14 of 16 choosing the helper)?
But we need to do this more than once, so I’ll repeat this four more times and tell you my results:

	Repetition #
	1
	2
	3
	4
	5

	Number of (simulated) infants who chose helper
	8
	9
	6
	10
	9


(h) Did any of these five repetitions produce as extreme a result as the researchers’ actual finding (which, you will recall, was 14 of 16 infants choosing the helper toy)?

Now I’ll ask you to flip a coin 16 times.  

(i) Record the coin flip results below, and then count how many of your 16 hypothetical infants chose the helper toy (represented by heads):
	Child #
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12
	13
	14
	15
	16
	# choosing helper

	Coin flip
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	


(j) Repeat this four more times.  To save time, you don’t need to record every H and T outcome; just keep track of how many infants, out of the 16, choose the helper.  Record this number for all five of your repetitions (including the one from the previous question), in addition to the five I performed above, below:

	Repetition #
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	Number of (simulated) infants who chose helper
	8
	9
	6
	10
	9
	
	
	
	
	


(k) Granted, ten repetitions is not all that many, but how’s it looking so far?  Does it seem like the results actually obtained by these researchers would be surprising under the null model that infants do not have a genuine preference for either toy?  Explain.

We really need to simulate this random assignment process hundreds, preferably thousands of times.  This would be very tedious and time-consuming with coins, so let’s turn to technology.  
(l) Use a graphing calculator or statistical software or applet (such as the one at: www.rossmanchance.com/iscat/applets/BinomDist/BinomDist.html) to simulate 1000 repetitions of 16 infants making this helper/hinderer choice, still assuming the null model that infants have no real preference and so are equally likely to choose either toy.  Report how many of these 1000 repetitions produced 14 or more infants choosing the helper toy.  Also determine the proportion of these 1000 repetitions that produced such an extreme result.
Here’s what I obtained from simulating this random process 1000 times:
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(m) Are my results fairly similar to yours?  (Do not focus on the details; are the overall location, spread, and shape similar?)

(n) Based on these simulation results (yours and mine combined), what proportion of times did randomness alone produce results at least as extreme as the actual study (i.e., 14 or more infants choosing the helper toy)?  

(o) Is this proportion small enough to consider the actual result obtained by the researchers surprising, assuming the null model that infants have no preference and so choose blindly?  

(p) In light of your answers to the previous two questions, would you say that the experimental data obtained by the researchers provide strong evidence that infants in general have a genuine preference for the helper toy over the hinderer toy?  Explain.

What bottom line does our analysis lead to?  Do infants in general show a genuine preference for the “nice” toy over the “naughty” one?  Well, there are rarely definitive answers in statistics, but our analysis reveals that the study provides strong evidence that infants in general do show a genuine preference for the helper over the hinderer.  Why?  Because our simulation analysis shows that we would rarely get data like the actual study results if infants really had no preference. The researchers’ result is not consistent with the outcomes we would expect if the infants’ choices follow the process specified by the null model, so instead we will conclude that the infants’ choices are actually governed by a different process where there is a genuine preference for the helper toy.
Let’s take a step back and consider the reasoning process and analysis strategy that we have employed here.  Our reasoning process has been to start by supposing that infants in general have no genuine preference between the two toys (our null model), and then ask if the results observed by the researchers would be unlikely to have occurred just by randomization assuming this null model.  We can summarize our analysis strategy as the three R’s:

· Randomize.  We randomly chose between the two toys for 16 hypothetical infants under the null model.  Our assumption here was that pure randomness, not a preference for the helper toy, was at work in the infants’ selection process.

· Repeat.  To get a sense for how unlikely the observed results were, we repeated this random selection process a large number of times.  We started out with hands-on simulations using coins, but then we moved on to using technology for speed and efficiency.

· Reject?  Our strategy is to “reject” the null model if the actual experimental data are out in the tail of our distribution generated by the null model (the “null distribution”).  Such a “tail result” would indicate that the data observed by the researchers would be very surprising if the null model were true, so the reasonable conclusion would be to reject that null model.  With the data observed in this study (14 of 16 choosing the helper toy), the result was quite far out in the tail, so we have strong evidence to reject the null model.  Therefore, this study provides strong evidence to conclude that infants really do prefer the helper toy and were not essentially flipping a coin in making their selections.

We will use this reasoning process and analysis strategy often, starting with the next example about kissing couples.  But first, let’s introduce some terminology to make it easier to talk about this kind of analysis, and we’ll ask some follow-up questions to test your understanding thus far.

Terminology: The long-run proportion of times that an event happens when its random process is repeatedly indefinitely is called the probability of the event.  We can approximate a probability empirically by simulating the random process a large number of times and determining the proportion of times that the event happens.  

More specifically, the probability that random selection would produce data as (or more) extreme as an actual study is called a p-value.  Our analysis above approximated this p-value by simulating the random assignment process a large number of times and finding how often we obtained results as extreme as the actual data.  You can obtain better and better approximations of this p-value by using more and more repetitions in your simulation. 

A small p-value indicates that the observed data would be surprising to occur by random selection alone, if the null model were true.  Such a result is said to be statistically significant, providing evidence against the null model (that we don’t believe the discrepancy arose just by chance but instead reflects a genuine tendency).  The smaller the p-value, the stronger the evidence against the null model.  There are no hard-and-fast cut-off values for gauging the smallness of a p-value, but generally speaking:

· A p-value above .10 constitutes little or no evidence against the null model.

· A p-value below .10 but above .05 constitutes moderately strong evidence against the null model.

· A p-value below .05 but above .01 constitutes reasonably strong evidence against the null model.

· A p-value below .01 constitutes very strong evidence against the null model.

Just to make sure you’re following this terminology, answer:

(q) What is the approximate p-value for the helper/hinderer study, first based on your simulation, then based on mine, then based on a combination of our simulations?


Yours:


Mine:


Combined:

Technical note: If you’re mathematically inclined, you could determine this probability (p-value) exactly using what are called binomial probabilities.  The exact p-value (to four decimal places) turns out to be .0021.  We can interpret this by saying that there’s only about a 0.21% chance that 14 or more of the 16 infants would have chosen the helper toy, assuming that infants really had no preference and so were randomly choosing between the two toys.  Because this probability is quite small, the researchers’ data provide strong evidence that infants in general really do have a preference for the nice (helper) toy.
Now to make sure that you’re following the big picture, answer:

(r) What if the study had found that 10 of the 16 infants chose the helper toy?   How would this have affected our analysis, p-value, and conclusion?  [Hint: Use your earlier simulation results but explain what you are doing differently now to find the approximate p-value.]   Explain why your answers make intuitive sense.

Example 2: Leaning While Kissing?
Most people are right-handed and even the right eye is dominant for most people.  Molecular biologists have suggested that late-stage human embryos tend to turn their heads to the right.  In a study reported in Nature (2003), German bio-psychologist Onur Güntürkün conjectured that this tendency to turn to the right manifests itself in other ways as well, so he studied kissing couples to see if they tended to lean their heads to the right while kissing.  He and his researchers observed couples in public places such as airports, train stations, beaches, and parks.  They were careful not to include couples who were holding objects such as luggage that might have affected which direction they turned.  For each couple observed, the researchers noted whether the couple leaned their heads to the right or to the left.  Suppose they found that 8 of 12 kissing couples leaned to the right.

Do these data (8 of 12 kissing couples leaning to the right) provide strong evidence that kissing couples really do lean to the right more than half the time?  We can address that question using the same 3R’s strategy: 
· Randomize (assuming the null model that selecting a direction to lean is equivalent to flipping a coin) 

· Repeat (a large number of times, to learn what’s typical and what’s surprising)

· Reject? (if the observed data are surprising under the null model, we’ll reject the null model that couples are equally likely to lean to the right or left)
This time I don’t want to ask you to take the time to actually do a lot of coin flipping, but I do want you to think about how you would conduct this simulation analysis if you had to.
(a) Describe how you would use a coin to conduct a simulation analysis to determine whether these data provide strong evidence that in general kissing couples really do tend (more often than not) to lean to the right.  Provide sufficient details that someone else could implement the analysis based solely on your description.  Be sure to indicate clearly one thing that would be different this time, as opposed to the coin flipping you did with the helper/hinderer toy study.

Here are the results of 1000 repetitions, simulating the leaning direction for 12 kissing couples, under the null model that kissing couples have no preference for leaning to the right or left:
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(b) What is the most common result in this distribution?  Why is that what you should have expected?
(c) Is the actual result that the researchers found (8 of 12 leaning to the right) very surprising, somewhat surprising, or not surprising under the null model?  Explain your answer, based on the simulation results.

(d) Use these simulation results to report the approximate p-value.

(e) Based on these simulation results (and remembering the third of the 3R’s), would you conclude that the researchers’ data (8 of 12 couples leaning to the right) provides strong evidence that couples really do tend to the lean to the right more often than the left?  Explain the reasoning behind your answer.

The researchers’ result (8 of 12 leaning to the right) is not at all surprising under the null model.  This exact result occurred in 131 of the 1000 repetitions, and a result as or more extreme (i.e., 8 or more leaning to the right) occurred 204 times.  The approximate p-value is therefore 204/1000 = .204.  Since it is not uncommon to get a result like the researchers found when the null model is true, the researchers’ data does not provide evidence to reject the null model that couples have no preference between leaning to the right or left.  

But failing to reject the null model is not the same thing as accepting the null model.  There may well be other models that we would also fail to reject.  Let’s investigate the null model that couples are 3 times as likely to turn to the right as to the left.  In other words, our new model asserts that 75% of couples lean to the right and only 25% to the left.  

(f) If this new model is in fact true, is it still possible for 8 of 12 kissing couples to lean to the right?

Sure, that’s possible.  Once again the key question is how likely it is, and again we can use the 3R’s strategy to investigate this question.  The difference is that now we cannot use a simple coin flip to simulate how couples lean under the null model, because the null model is no longer a 50-50 model.  We need a way to simulate a random process with a .75 probability of leaning to the right and a .25 probability of leaning to the left.  We could flip two coins, and let head-heads mean leaning to the left and any other outcome mean leaning to the right.  Or it would be simpler to go straight to technology for this simulation.  Here are the results of 1000 repetitions, keeping track of how many of the 12 couples lean to the right, under the null model that couples are three times more likely to lean right than left:
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(g) Is the researchers’ actual result (8 of 12 leaning to the right) out in the tail of this null distribution?  Is it a surprising result under this null model?  Would you reject this null model?  Explain.
These simulation results reveal that the actual result of the study (8 of 12 leaning to the right) falls near the center of the null distribution and is not at all surprising under this null model, either.  So, we have now investigated two null models (equally likely to lean right/left, three times as likely to lean right as left) and have decided not to reject either one, because simulation revealed that the actual data are not surprising with either model.  Our 3R strategy can find evidence against a null model but not really evidence in favor of a null model, because the observed data are often consistent with many different models.

Larger Sample Size:

It’s time for a confession: I told a white lie about the data in this study.  The researchers did not really observe 12 couples, they observed 124.  (I wanted to keep the sample size smaller and more manageable for our first analysis of this study.)  Of these 124 kissing couples, 80 leaned to the right.

(h) Calculate the proportion of the observed couples who leaned to the right.

In light of the actual study results, let’s reconsider the original null model: kissing couples are equally likely (50-50) to lean to the right or left.  Now the question is whether it’s surprising to obtain 80 or more leaning to the right in a random sample of 124, if couples are equally likely to lean right or left.  We’ll again rely on the 3R’s strategy.  With such a large sample size, using a coin to conduct a simulation is out of the question, so let’s go straight to technology.

(i) Use technology (such as the Simulating Binomial Distribution applet) to simulate 1000 repetitions of 124 couples, assuming the null model that couples are equally likely to lean right or left.  Is it very surprising, somewhat surprising, or not surprising to find 80 or more right-leaning kissing couples?  Also report the approximate p-value. Would you consider the result statistically significant?
(j) Based on your simulation results (and again remembering the third of the 3R’s), would you conclude that the researchers’ data (80 of 124 couples leaning to the right) provides strong evidence that couples in general really do tend to the lean to the right more often than the left?  Explain the reasoning behind your answer.

Notice an interesting phenomenon that you have discovered here.  You found that 8 of 12 is not significantly larger than .5, but 80 of 124 is significantly larger than .5.  What’s perhaps surprising about this is that 8/12 (.667) and 80/124 (.645) are very similar proportions who lean to the right.  Your simulation results reveal that with the small sample size, this researchers’ result is not surprising under the null model that couples are equally likely to lean right or left.  But with the large sample size, it would be very surprising to obtain such an extreme result under that null model.  You will investigate this sample size phenomenon more fully later, but the basic idea is that smaller samples are more prone to extreme results (further from what we would expect by chance) than larger ones.   
Now let’s investigate the null model which asserts that a kissing couple is 3 times more likely to lean to the right than to the left.

(k) Use technology (perhaps the applet again) to simulate 1000 repetitions of 124 couples, assuming the null model that couples are three times more likely to lean right as left (i.e., that the probability of a couple leaning to the right is .75).  Is it very surprising, somewhat surprising, or not surprising to find 80 right-leaning kissing couples?  In other words, is the observed result out in the tail of the distribution?

(l) Based on your simulation results (and again remembering the third of the 3R’s), would you conclude that the researchers’ data (80 of 124 couples leaning to the right) provides strong evidence to reject that couples lean to the right three times as often as to the left?  Explain the reasoning behind your answer.

We can continue to investigate many different null models, each stipulating a different value for the probability that a couple leans to the right, using the 3R’s strategy.  We’ve already tested whether this probability is .50 or .75, and your analysis should have rejected both values.  So, there must be some values in between .50 and .75 that would not be rejected.  Let’s go ahead and test values such as .51, .52, .53, and so on.  Granted, this will get tedious, but with technology it’s not too cumbersome.
(m) Use technology (perhaps the applet) to test all of these null models, using values .51, .52, .53, …, .75 for the probability that a kissing couple leans to the right.  Use 1000 repetitions for each analysis.  Reject any null value for which the actual result observed by the researchers (80 of 124 leaning to the right) appears in either the top 5% or bottom 5% of the simulation distribution.  You need only report the values that you do not reject.

These non-rejected values are plausible values for the actual probability that a kissing couple leans to the right.  The interval of such plausible values is called a confidence interval.  You can increase how confident you are by using a tougher standard to reject null values, for instance by rejecting a null value only if it puts the actual result in the top or bottom 1%.
Before we take our analysis too seriously, though, we must consider a very important issue raised in the following question.

(n) Did the researchers observe a random sample of kissing couples?
Well, no, the researchers only observed couples that they were able to find in the places they looked: public venues in a few cities in the U.S., Germany, and Turkey.  So, we should be very wary about generalizing their findings to the population of all kissing couples in the world.  Taking a random sample from the population of interest allows for generalizing results to that population, but taking an honest-to-goodness random sample (by giving everyone in the population the same chance of being chosen) is often very challenging.  We should always be wary about deciding how broadly to generalize results from non-random samples.
Example 3: Predicting Elections from Faces?
Do voters make judgments about political candidates based on his/her facial appearance?  Can you correctly predict the outcome of an election, more often than not, simply by choosing the candidate whose face is judged to be more competent-looking?  Researchers investigated this question in a study published in Science (Todorov, Mandisodka, Goren, and Hall, 2005).  Participants were shown pictures of two candidates and asked who has the more competent-looking face.  Researchers then predicted the winner to be the candidate whose face was judged to look more competent by most of the participants.

(a) Before I even tell you how the study turned out, specify what null model you will use to test the researchers’ conjecture that the candidate with the more competent-looking face tends to win the election more often than not.

So, how did the predictions turn out?  For the 32 U.S. Senate races in 2004, this method predicted the winner correctly in 23 of them.

(b) In what proportion of the races did the “competent face” method predict the winner correctly?
(c) Explain why it makes sense to use the 3R strategy to investigate whether these data provide strong evidence in support of the researchers’ conjecture.
(d) Describe how you could use a coin to conduct this 3R simulation analysis.  Provide sufficient details that someone else could implement the analysis based solely on your description. 
(e) Use technology to conduct this 3R simulation analysis.  Produce a rough sketch of the null distribution, and indicate where the result observed by the researchers falls in that distribution.  Also report the approximate p-value.
(f) Write a paragraph, as if to the researchers, describing what your simulation analysis reveals about whether the data provide strong evidence in support of their conjecture.

These researchers also predicted the outcomes of 279 races for the U.S. House of Representatives in 2004.  The “competent face” method correctly predicted the winner in 189 of those races.

(g) Use technology to analyze these data with the 3R strategy.  Produce a rough sketch of the null distribution, and indicate where the observed research result falls in that distribution.  Also report the approximate p-value.  Summarize your conclusions.

(h) Did you find stronger evidence in support of the “competent face” method with the Senate results or with the House of Representatives results?  Explain why this makes sense, based on the data.
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