Concepts of Statistical Inference: A Randomization Based Curriculum (Draft Module 3, January 2008)

Module 3: Randomization Tests for Comparing Two Groups on a Quantitative Response
Example 1: Lingering Effects of Sleep Deprivation?

Researchers have established that sleep deprivation has a harmful effect on visual learning.  But do these effects linger for several days, or can a person “make up” for sleep deprivation by getting a full night’s sleep in subsequent nights?  A recent study (Stickgold, James, and Hobson, 2000) investigated this question by randomly assigning 21 subjects (volunteers between the ages of 18 and 25) to one of two groups: one group was deprived of sleep on the night following training and pre-testing with a visual discrimination task, and the other group was permitted unrestricted sleep on that first night.  Both groups were then allowed as much sleep as they wanted on the following two nights.  All subjects were then re-tested on the third day.  Subjects’ performance on the test was recorded as the minimum time (in milli-seconds) between stimuli appearing on a computer screen for which they could accurately report what they had seen on the screen.  The sorted data and dotplots presented here are the improvements in those reporting times between the pre-test and post-test (a negative value indicates a decrease in performance):
Sleep deprivation (n = 11):
-14.7, -10.7, -10.7, 2.2, 2.4, 4.5, 7.2, 9.6, 10.0, 21.3, 21.8

Unrestricted sleep (n = 10):
-7.0, 11.6, 12.1, 12.6, 14.5, 18.6, 25.2, 30.5, 34.5, 45.6
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(a) Does it appear that subjects who got unrestricted sleep on the first night tended to have higher improvement scores than subjects who were sleep deprived on the first night?  Explain briefly.
(b) Calculate the median of the improvement scores for each group.  Is the median improvement higher for those who got unrestricted sleep?  By a lot?
The dotplots and medians provide at least some support for the researchers’ conjecture that sleep deprivation still has harmful effects three days later.  Nine of the ten lowest improvement scores belong to subjects who were sleep deprived, and the median improvement score was more than 12 milli-seconds better in the unrestricted sleep group (16.55 ms vs. 4.50 ms).  The average (mean) improvement scores reveal an even larger advantage for the unrestricted sleep group (19.82 ms vs. 3.90 ms).  But before we conclude that sleep deprivation is harmful three days later, we should consider once again this question. 
(c) Is it possible that there’s really no harmful effect of sleep deprivation, and random chance alone produced the observed differences between these two groups?
You will notice that this question is very similar to questions asked of the helper/hinderer toy study, the dolphin study, and the yawning study.  Once again, the answer is yes, this is indeed possible.  Also once again, the key question is how likely it would be for random chance to produce experimental data that favor the unrestricted sleep group by as much as the observed data do.
We will aim to answer that question using the same simulation analysis strategy that we used with toys and dolphins and yawns: the 3 R’s:

1. Randomize: We will assume that there no negative effect of sleep deprivation (the null model) and replicate the random assignment of the 21 subjects (and their improvement scores) between the two groups.
2. Repeat: We will repeat this random assignment a large number of times, and calculate a measure of how different the groups are, in order to get a sense for what’s expected and what’s surprising.
3. Reject?: If the result observed by the researcher is in the tail of the null model’s distribution, we will reject that null model. 
But there’s an important difference here as opposed to those earlier studies: the data that the researchers recorded on each subject are not yes/no responses (choose helper or hinderer, depression symptoms improved or not, yawned or not).  In this experiment the data recorded on each subject are numerical measurements: improvements in reporting times between pre-test and post-test.  So, the complication this time is that after we do the randomization, we must do more than just count yes/no responses in the groups.  

What we will do instead is, after each new random assignment, calculate the mean improvement in each group and determine the difference between them.  After we do this a large number of times, we will have a good sense for whether the difference in group means actually observed by the researchers is surprising under the null model of no real difference between the two groups (no treatment effect).  Note that we could just as easily use the medians instead of the means, which is a very nice feature of this analysis strategy.

One way to implement the simulated random assignment is to use 21 index cards.  On each card, write one subject’s improvement score.  Then shuffle the cards and randomly deal out 11 for the sleep deprivation group, with the remaining 10 for the unrestricted sleep group.  Here’s what I obtained when I did this:
Sleep deprivation: 
-10.7, -7.0, 4.5, 7.2, 11.6, 12.6, 14.5, 18.6, 21.3, 25.2, 45.6


Unrestricted sleep: 
-14.7, -10.7, 2.2, 2.4, 9.6, 10.0, 12.1, 21.8, 30.5, 34.5

Notice that these are the same 21 values as in the actual study, but I performed a new random assignment of which group the subjects were assigned to.  Calculating the group means and medians gives:

	
	Mean
	Median

	Sleep deprivation
	13.04
	12.60

	Unrestricted sleep
	9.77
	9.80

	Difference (unrestricted – deprived)
	-3.27
	-2.80


Notice that with this new random assignment, the sleep deprived group had slightly higher improvements on average than the unrestricted sleep group.  The difference in means (or medians) here is nowhere near as large as it was with the actual experimental results.

So, what does this show?  Not much at all.  We cannot tell if the actual difference between the groups is surprising until we repeat this random assignment many times.  I’ll do this nine more times and report the group means and differences:

	Simulation repetition #
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	Sleep deprivation mean
	13.04
	9.46
	9.08
	14.86
	10.99
	15.16
	13.20
	9.80
	8.93
	14.50

	Unrestricted sleep mean
	9.77
	13.70
	14.12
	7.76
	11.93
	7.43
	9.59
	13.33
	14.29
	8.16

	Difference in group means
	-3.27
	4.24
	5.04
	-7.10
	0.94
	-7.73
	-3.61
	3.53
	5.36
	-6.34


Here’s a dotplot of these differences in group means:
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(d) How many of these differences in group means are positive, and how many are negative?  How many equal exactly zero?  

(e) Does it look like the distribution of these differences centers around zero?  Explain why zero makes sense as the center of this distribution.
(f) Are any of these simulated results as extreme as the actual result that the experimenters found (a difference of 15.92)?
Now it’s your turn to do a new random assignment.  
(f) Take 21 index cards, with one of the subject’s improvement scores written on each.  Shuffle them and randomly deal out 11 for the sleep deprivation group, with the remaining 10 for the unrestricted sleep group.  Calculate the mean improvement score for each group.  Then calculate the difference between these group means, being sure to subtract in the same order I did: unrestricted sleep minus sleep deprived.


Sleep deprivation group mean:


Unrestricted sleep group mean:


Difference in group means (unrestricted sleep minus sleep deprived):

(g) Combine your difference in group means with those of your classmates.  Produce a dotplot below.  (Be sure to label the axis appropriately.)  Are any of these differences in group means as extreme as the researchers’ actual result?
(h) How does it look so far?  Granted, we want to do hundreds of repetitions, but so far, have any of the simulated results been as extreme as the researchers’ actual result?  Does this suggest that there is a statistically significant difference between the groups?  Explain.

Now we will turn to technology to simulate these random assignments much more quickly and efficiently.  We’ll ask the computer or calculator to loop through the following tasks, for as many repetitions as we might request:
· Randomly assign group categories to the 21 improvement scores, 11 for the sleep deprivation group and 10 for the unrestricted sleep group.

· Calculate the mean improvement score for each group.
· Calculate the difference in the group means.
· Store that difference along with the others.
Then when the computer or calculator has repeated that process for, say, 1000 repetitions, we will produce a dotplot or histogram of the results and count how many (and what proportion) of the differences are at least as extreme as the researchers’ actual result.
(i) Use technology to conduct 1000 repetitions of this hypothetical random assignment process.  Look at the distribution of the 1000 simulated differences in group means.  Is the center where you would expect?  Does the shape have a recognizable pattern?  

(j) Count how many of your 1000 simulated differences in group means are as extreme (or more extreme), in the direction favoring the unrestricted sleep group, as the researchers’ actual result (a difference of 15.92).  Also determine the proportion of your simulated differences that are at least this extreme.

Here’s what I obtained from repeating this random assignment process 1000 times:
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(k) Are your simulation results similar to mine?  (Don’t worry too much about the details; just look at the overall shape, location, and spread.)

(l) Report the approximate p-value from your simulation results, from mine (as well as you can tell from the histogram above), and from the two of our analyses combined.


Yours:


Mine:


Combined:

(m) Do these simulation analyses reveal that the researchers’ data provide strong evidence that sleep deprivation has harmful effects three days later?  Explain the reasoning process by which your conclusion follows from the simulation analyses.
(n) Even if you found the difference between the mean improvement scores in these two groups to be statistically significant, is it legitimate to draw a cause-and-effect conclusion between sleep deprivation and lower improvement scores?  Explain.  [Hint: Ask yourself whether this was a randomized experiment or an observational study.]
What can we conclude from this sleep deprivation study?  The data provide very strong evidence that sleep deprivation does have harmful effects on visual learning, even three days later.  Why do we conclude this?  First, the p-value is quite small (about .007).  This means that if there really were no difference between the groups (the null model), then a result at least as extreme as the researchers found (favoring the unrestricted sleep group by that much ore more) would happen less than 1% of random assignments by chance alone.  Since this would be a very rare event if the null model were true, we have strong evidence that these data did not come from a process where there was not treatment effect.  So, we will reject the null model and conclude that those with unrestricted sleep have significantly higher improvement scores on average, compared to those under the sleep deprivation condition. 
But can we really conclude that sleep deprivation is the cause of the lower improvement scores?  Yes, because this is a randomized experiment, not an observational study.  The random assignment used by the researchers should balance out between the treatment groups any other factors that might be related to subjects’ performances.  So, if we rule out luck-of-the-draw as a plausible explanation for the observed difference between the groups (which the small p-value does rule out), the only explanation left is that sleep deprivation really does have harmful effects.

One important caveat to this conclusion concerns how widely this finding can be generalized.  The subjects were volunteers between the ages of 18-25 in one geographic area.  They were not a random sample from any population, so we should be cautious before generalizing the results too broadly.

If you are wondering whether an exact mathematical calculation of the p-value is possible here, the answer is yes.  But the calculation is more difficult than with yes/no variables.  It turns out that there are 352,716 different ways to assign 21 subjects into one group of 11 and another group of 10.  Of these 352,716 possible randomizations, it turns out that 2533 of them produce a difference in group means (favoring the unrestricted sleep group) of at least 15.92.  The exact p-value is therefore 2533/352,716 ≈ .0072.  The exact randomization distribution is shown here:
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Further exploration:

(o) Redo this simulation analysis, using the difference in group medians rather than means.  When you re-run the simulation, you will have to tell the computer or calculator to calculate medians rather than means.  Report the approximate p-value, and summarize your conclusion.  Also describe how your conclusion differs (if at all) from this analysis as compared to the analysis based on group means.  
Example 2: Age Discrimination?

Robert Martin turned 55 in 1991.  Earlier in that same year, the Westvaco Corporation, which makes paper products, decided to downsize.  They ended up laying off roughly half of the 50 employees in the engineering department where Martin worked, including Martin.  Later that year, Martin went to court, claiming that he had been fired because of his age.  A major piece of evidence in Martin’s case was based on a statistical analysis of the relationship between the ages of the workers and whether they lost their jobs.

Part of the data analysis presented at his trial concerned the ten hourly workers who were at risk of layoff in the second of five rounds of reductions.  At the beginning of Round 2, there were ten employees in this group.  Their ages were 25, 33, 35, 38, 48, 55, 55, 56, 64.  Three were chosen for layoff: the two 55-year-olds (including Martin) and the 64-year old. 
(a) Create a dotplot of these ten ages, and circle the ages of the three employees who were laid off.

(b) Comment (in context) on the similarities and differences in ages revealed between these two groups (the 7 employees who were retained and the 3 who were laid off).
(c) Calculate the average age of the three employees who were laid off.

What to make of these data requires balancing two points of view, one that favors Martin, and the other that favors Westvaco.  To understand the two views, imagine a dialog between two people, one representing Martin, the other, Westvaco:

Martin: 
The pattern in the data is very striking.  Of the five people under age 50, all five kept their jobs.  Of the five over age 50, only two kept their jobs.  The average age of those chosen to lose their jobs is 58 years; that’s way above the average for the whole group.  The pattern is clear evidence of discrimination.

Westvaco: Not so fast!  Your sample is way too small to be evidence of anything.  There are only ten people in all, and only three in the group that got fired. How can you expect me to take your patterns seriously when just a small change will destroy the pattern?  Look how different things would be if we just switch the 64-year old and the 25-year old:

Actual data: 
25  33  35  38  48  55  55  55  56  64 

Avg  age: 58
    

“What-if” data:   
25  33  35  38  48  55  55  55  56  64

Avg  age: 45
    

Martin: 
But look at what you did:  You deliberately choose the oldest one fired and switched him with the youngest one not fired.  Of all the possible choices, you picked the most extreme.  Why not compare what actually happened with all the possible choices?

Westvaco:  What do you mean?

Martin: 
Start with the ten workers, and treat them all alike.  Let random chance decide which three get chosen for layoff.  Repeat the same process over and over, to see what typically happens.  Then compare the actual result with what typically happens.

The issue here is whether the data suggest that Westvaco was not acting in an age-neutral manner.  One way to address that is to consider randomness as an age-neutral device for deciding which employees to lay off.  Even though this is not a randomized experiment, we can still apply the 3R’s strategy to assess how surprising the observed results would be if the firing process had been age-neutral.
(d) Before we proceed to conduct this simulation, describe what the null model says.
We will again use index cards to implement this simulation.  

(e) Take 10 cards, and write an employee’s age on each card.  Mix them up, and randomly select 3 cards to represent the employees chosen to be laid off.  Report these ages.
(f) Calculate the average age of the three employees chosen to be laid off in (e).  Is this average as large (or larger) as the average age of the 3 employees who were actually laid off?

Technical note: We could calculate the difference in average ages between the two groups, as you did with the sleep deprivation study.  But the analysis turns out to be equivalent either way, and it’s simpler to just calculate the average age among the three selected for laying off.

(g) Conduct 9 more repetitions of the random selection of 3 employees to be fired from these 10.  For each repetition, calculate and report the average ages of the 3 fired employees.
	Repetition #
	  1  
	  2  
	  3  
	  4  
	  5  
	  6  
	  7   
	  8  
	  9  
	  10  

	Average age of laid off employees
	
	
	
	
	
	
	
	
	
	


(h) Create a dotplot of these average ages.  Be sure to use an appropriate label for the axis.  [Hint: You will need to use a different label than for your dotplot in (a).]

(i) What proportion of these 10 repetitions produced an average age as large (or larger) as the actual average age of the laid off Westvaco employees?  

(j) Would Martin or Westvaco be more pleased with your answer to (i)?  Explain.
(k) Combine your simulation results with your classmates (perhaps by producing a dotplot on the board).  Use these combined results to calculate and report the approximate p-value.  

(l) Is this p-value small enough to cast doubt on the null model that the Westvaco company was acting in an age-neutral manner when they selected employees for laying off?  Explain the reasoning process behind your answer, in language that a jury could understand.

Example 3: Memorizing Letters?

Can people better memorize letters if they are presented in recognizable groupings than if they are not?  Students in an introductory statistics class were the subjects in a study that investigated this question.  These students were given a sequence of 30 letters to memorize in 20 seconds.  Some students (25 of them) were given the letters in recognizable three-letter groupings such as JFK-CIA-FBI-USA-….  The other students (26 of them) were given the exact same letters in the same order, but the groupings varied in size and did not include recognizable chunks, such as JFKC-IAF-BIU-…  The instructor decided which students received which grouping by random assignment.  After 20 second of studying the letters, students recorded as many letters as they could remember.  Their score was the number of letters memorized correctly before their first mistake.  The instructor conjectured that students in the JFK-CIA-… group would memorize more letters, on average, than students in the JFKC-IAF-… group.
(a) Is this a randomized experiment or an observational study?  Explain how you know.

(b) Does the response variable in this study have yes/no responses (as with the dolphin study) or numerical responses (as with the sleep deprivation study)?

(c) Describe the null model to be investigated with this study.

The following dotplots display the students’ results:

[image: image5.wmf]2

8

2

4

2

0

1

6

1

2

8

4

0

J

F

K

J

F

K

C

N

u

m

b

e

r

 

o

f

 

L

e

t

t

e

r

s

 

M

e

m

o

r

i

z

e

d

G

r

o

u

p


The group means are 14.32 letters for the JFK group, 11.15 for the JFKC group.
(c) Calculate the difference between these mean scores.  Is the difference in the direction conjectured by the instructor (i.e., did the group expected to do better actually do better)?

Here are the results of 1000 simulated random assignments, looking at the distribution of differences in group means (JFK group minus JFKC group):
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(d) Mark the result from the actual experiment (the difference in group means that you calculated in (c)) on this graph.  Is the actual result out in the tail of this null distribution, or is it a fairly typical result?

(e) You can’t really determine the approximate p-value accurately from this graph, but would you say that the approximate p-value is less than .05, between .05 and .15, or greater than .15?

(f) Based on this simulation analysis, would you conclude that the experiment provides strong evidence that the more recognizable chucks produce better memorizing?  Explain your reasoning.

The actual experimental result here is suggestive that the recognizable groupings help with memorizing, but it’s not very conclusive.  We can not say that we have strong evidence that the recognizable groupings help.  Why not?  Because the observed result is not very surprising under the null model of no difference between the two groupings (i.e., under the null model that the recognizable grouping has no effect).  The approximate p-value is between .05 and .15 (about .07, actually).  This is somewhat small, so the experimental data provide moderate evidence that the recognizable grouping helps, but the approximate p-value is not small enough to provide strong evidence of such an effect. 
(g) So, can you conclude that we have found strong evidence that there’s no effect of the recognizable grouping?  Explain.
No, we can certainly not conclude this.  There may very well be a beneficial effect of the recognizable grouping; it’s just that these data do not provide strong evidence of such an effect.  Remember from the kissing study that many different null models may be plausible, and “no evidence of an effect” is by no means the same as “strong evidence of no effect.”
(h) Because this is a randomized experiment, can you conclude that you have found strong evidence of a cause-and-effect relationship between recognizable groupings and better memory performance?  Explain.
Again this is not a valid conclusion.  Randomized experiments do provide the potential for drawing cause-and-effect conclusions, but only if the difference between the groups is judged to be statistically significant (i.e., unlikely to have occurred by random chance under the null model).  With these data, the not-so-small p-value tells us that we do not have strong evidence that the grouping has an effect on memorization.
--------------------------------------------------------------------------------------------------------------------------------------------
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