Concepts of Statistical Inference: Action Items

We desire your feedback on the following issues to help us to decide which efforts may be most interesting and useful to the statistics education community.  

1.  The multiple choice questions (Appendix A)  We developed these items for it to be reasonable to be used as both a pre and post – test.  Students should have a reasonable chance to answer questions correctly even before taking a statistics class, based on common sense and common experience of the term “statistical significance” in the media.  We have made an effort to include no vocabulary other than “statistical significance” and by design make no mention of specific test procedures, “null hypothesis”, “significance level”, or “power.”  After reviewing the multiple choice questions, please answer the following:

a.  Do you believe such an instrument is valuable to the community?

b.  Would it be worthwhile to gather enough student responses to check reliability and would you be willing to serve as an “Content Expert” to help establish content validity?

c.  Do you feel the instrument is failing to test a major component of student understanding of statistical significance?  

d.  If students do well on an instrument such as this, would that provide compelling evidence of understanding of statistical significance?

2. Understanding Components of Activity (Appendix B) Many skeptics of simulation approaches wonder if the activity creates more misconceptions rather than giving students more insight into statistical significance.  We have attempted to quantify what understanding of the simulation process students have developed at the end of the activity through a series of follow-up questions concerning what they have done.  After reviewing the questions, please answer the following
a. Do these questions sufficiently capture the components of the simulation that we want students to understand?

b. Do you have any advice for improving the phrasing of the questions to better elicit student understanding?

c.  Do you see any misconceptions that could arise for students as they work through the CSI simulation activities that we should be better tracking (e.g., students might think they always need to take multiple samples)?
d. Any other suggestions?

3.  Rubric for Evaluating Student Responses (Appendix C)  Here we have tried to followed a paradigm similar to that used in the Advanced Placement (AP) grading.  We evaluate the four components mentioned above and assign a score of E (essentially correct), P (Partially correct) or I (Incorrect).  We have collected data from students’ open-ended responses on midterms and final exams in several sections.  One goal is to use such a rating system to see if student’s understanding of significance evolves over the course of the semester.  Thus, we could ask different scenarios over the course of the term and then use the proposed evaluation system consistently throughout. One limitation we have already noticed is that students often make two mistakes.  One is that they describe the p-value as the probability of the null hypothesis being true.  The second common mistake is that they think we are asking them to assess the evidence on whether to reject or fail to reject the null hypothesis.  With our rubric, such answers do not receive credit for any of the four components and are not differentiated from students with no real response.  . We wonder:

a.  Do you feel this evaluation system is reasonable? 

b. Do we need a more general rubric to help evaluate weaker student responses?

c.  We are struggling to decide if the system is “rater-proof” after training.  What kind of data would we need to collect to determine whether this is true?

d.  If we had students from the new spiral CSI curriculum compared to traditionally taught students regarding an explanation of p-value for a specific scenario, would an analysis using this approach to designate the responses be a valid evaluation method?

e.  Any other thoughts?

4. Applying Concepts to New Scenarios

After reviewing the study description and question in Appendix D, please answer

a. Do you consider this an appropriate follow-up assessment?

b. Do you think it will help us differentiate good and weak understanding by students of the process of statistical inference?

c. Do you think student performance on this item is of interest to the statistics education community?

Overall Question about Assessment Items in Development:  Since each of the four kinds of assessment described above requires effort in collecting and analyzing data, do you have any thoughts in which areas we should prioritize our efforts?  
5.  Classroom Experiments.  Appendix E describes our sequence of experiments in more detail. We have data from over 100 introductory statistics students who had not yet been taught ideas related to statistical significance and who were randomly assigned to a particular “treatment.”  We want to use these results to inform the construction of our curriculum materials.  However, we wonder if this experiment would be interesting to the statistical community.  

a. Do you think results from such studies will be of interest to the statistics education community (beyond how they are informing the curriculum development of the project)?

b. So far we have randomized the different experimental conditions at the student level and allowed only 1-2 class period(s) for the different treatments to be given and assessed.  We wonder if it might be better to randomize at the section level (Beth is teaching 2 sections of introductory statistics in Fall 08 and Allan is teaching 2 sections of a similar course) so that we might be able to assess impacts after several class periods of different experimental conditions.  Would you consider this trade-off appropriate for our purposes? Do you have other suggestions for improving the implementation of these mini-experiments?  
c. Are the assessment items we have discussed above and in Appendix E appropriate to use to evaluate student performance after these mini-experiments? Is there other data you believe we should be collecting to help us compare our “treatments”? Do you have suggestions for how to prioritize which assessment methods we use in these experiments?
d.  Do you have suggestions for other questions we should investigate with experiments?  Some potential ideas we are thinking of include:

i)  Investigating whether it is more beneficial to students (more immediate understanding, better transfer, easier exploration of issues like sample size) to use the number of successes in the Yes/Yes cell of the 2x2 table or to use the difference in proportions as the statistic in approximating p-values.

ii) More investigation of an “optimal” introductory module (e.g., binomial vs. comparing two proportions vs. comparing two means) and/or sequencing of scenarios to deepen understanding of statistical significance. 

Do you find either of the above interesting or useful?  Would they be a good use of time?  Are there other research question(s) you feel would be valuable to investigate with such mini-classroom experiments?
