Winter, 2008

Lab 6 – Sampling Words

Due Friday, Feb. 29

You should type up your answers to the following questions, including screen captures (Prnt Scrn) as noted.  You are encouraged to work with one other person and turn in one report.

Scenario: Often, we would like information about an entire population but we only have resources to investigate a small sample from that population. In this lab you will investigate how to collect a sample so that you believe it is representative of the population, and begin to consider how you can use information from the sample to draw conclusions about the population.
Definitions: A numerical summary of the population is called a parameter. A numerical characteristic of a sample is called a statistic.  For example, the proportion of Stat 321 students this quarter that preferred Coke is a statistic; the parameter is the proportion of all Cal Poly students who prefer Coke.

Consider the population of 268 words in the following passage:

Four score and seven years ago, our fathers brought forth upon this continent a new nation: conceived in liberty, and dedicated to the proposition that all men are created equal. 

Now we are engaged in a great civil war, testing whether that nation, or any nation so conceived and so dedicated, can long endure. We are met on a great battlefield of that war. 

We have come to dedicate a portion of that field as a final resting place for those who here gave their lives that that nation might live. It is altogether fitting and proper that we should do this. 

But, in a larger sense, we cannot dedicate, we cannot consecrate, we cannot hallow this ground. The brave men, living and dead, who struggled here have consecrated it, far above our poor power to add or detract. The world will little note, nor long remember, what we say here, but it can never forget what they did here. 

It is for us the living, rather, to be dedicated here to the unfinished work which they who fought here have thus far so nobly advanced. It is rather for us to be here dedicated to the great task remaining before us, that from these honored dead we take increased devotion to that cause for which they gave the last full measure of devotion, that we here highly resolve that these dead shall not have died in vain, that this nation, under God, shall have a new birth of freedom, and that government of the people, by the people, for the people, shall not perish from the earth.
(a) Select a representative sample of ten words from this population by circling them in the passage above.

The authorship of literary works is often a topic for debate.  Decisions are made based on sampling pieces of work and looking for common characteristics.  The above passage is, of course, Lincoln’s Gettysburg Address, given November 19, 1863 on the battlefield near Gettysburg, PA.  In characterizing this passage, we could examine every word.  Instead, we want to only look at a subset of the words of the passage.  We are considering this passage a population of words, and the 10 words you selected a sample from this population.  
(b) Do you think the ten words in your sample are representative of the 268 words in the population?  Explain briefly.

(c) Construct a dotplot of the distribution of word lengths (number of letters) for the ten words in your sample.  Also calculate the sample mean length and describe the characteristics (shape, center, spread) of this distribution.  [Remember to label your plot and to relate your comments to the context.]
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(d) Is the average length you calculated in (c) a parameter or a statistic?  What symbol do we use to denote this value?

(e) The average length of all 268 words in this population is 4.29 letters.  Is this number a parameter or a statistic? What symbol do we use to denote this value?

(f) Did you obtain the same value for the sample mean as your neighbors?  Does this surprise you?

(g) If we were to collect the sample means obtained by everyone in class, conjecture how this distribution of sample means would behave (shape, center, spread).

The following dotplot contains the results for 31 students: 
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(h) Describe an appropriate label for the horizontal axis of this graph.  In general, do these sample means do a reasonable job of estimating the population mean?  Explain how you are deciding.

Def: When characteristics of the resulting samples are systematically different than characteristics of the population, we say that the sampling method is biased.  If the distribution of sample statistics is centered at the value of the population parameter, the sampling method is unbiased.  [Notes: So bias is a characteristic of the sampling method, not an individual sample, and to judge bias we need to either examine the distribution of lots of samples and/or find the theoretical expected value of the statistic using probability rules.]

(i) Discuss why this sampling method is likely to be biased with respect to average word length in the population.

(j) Suggest a better way of obtaining a sample of 10 words from this population.

Def: A simple random sample gives every sample of size n an equal probability of being selected.  The resulting observations (X1, …, Xn) are independent random variables and identically distributed.
To decide whether simple random samples generally do a “better” job of estimating the population mean, we want to examine the distribution of all possible samples (the sampling distribution of the sample mean) and in particular see if they are centered around the population mean. We will turn to technology to give us an empirical sampling distribution.

(k) Open the Sampling Words applet from the labs webpage (http://www.rossmanchance.com/applets/GettysburgSample/GettysburgSample.html)

Uncheck the Show nouns and Show long boxes.  The top right distribution is the lengths for the entire population of words.  Describe the shape, center, and spread for the population distribution of word lengths.

(l) Set the sample size to 5 and click the Draw Samples button.  What were the 5 words selected, their lengths, and the average length of this sample? (Notice these five values appear in black in the population window.)
(m) Click Draw Samples again.  Did you get the same sample mean?

(n) Change the Num samples (number of samples) from 1 to 500 and click Draw Samples.  Once you have enough of the visual of variability from sample to sample and the building of the sampling distribution, you can uncheck the Animate box.  You now have an empirical sampling distribution for 500 samples of size n=5 words.  Include a screen capture of the lower right window. Describe the shape, center, and spread of this distribution (Note: the mean and standard deviation of this distribution are in red in the top right of this graph.)
(o) How do the shape, center, and spread of this distribution compare to that of the population? Does this sampling method appear to be unbiased? (How are you deciding?)

(p) Now change the sample size from n = 5 to n = 10 and press Draw Samples. The new distribution appears in black, the previous distribution changes to green.  Compare the shape, center, and spread of this distribution (include a screen capture) to that of the population and to the sampling distribution with n = 5.  Would you say this method is unbiased? What is an advantage to taking a sample of size 10 rather than a sample of size 5? (Hint: In real life you get just one sample, so make a probability statement to answer the previous question.)
(q) Now change the sample size from n = 10 to n = 20. Compare the shape, center, and spread of this sampling distribution to that with n = 10.

(r) Would you consider the shape of the sampling distribution with n = 20 to be approximately normal?

The Central Limit Theorem (CLT) (p. 215)
Let X1, …, Xn be independent and identically distributed random variables, each with mean  and variance 2.  Then if n is sufficiently large, 
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 has approximately a normal distribution with E(
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) = 2/n.  (The result applies to the sum appropriately as well but we will tend to work in terms of the average instead of the sum.)
(s) Verify that /
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is close to the standard deviation of the sampling distribution you obtained for n = 5, n = 10, and n = 20 (show your calculations).
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observed =
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observed =
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observed =
(t) Use the normal distribution predicted by the Central Limit Theorem with n = 20 to estimate the probability of obtaining a sample mean larger than 5, P(
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> 5).  (Use Minitab?) Include a well-labeled sketch by hand of this distribution and shade the area of interest.  Compare this probability to the sampling distribution generated by the applet, does this approximation appear roughly consistent with the relative frequency of such values for the sample mean obtained in your 500 samples?
Sample Proportions
Another statistic we are often interested in is the sample proportion [image: image9.png]N~1Y



.  There are two ways to consider the sampling distribution of [image: image11.png]N~1Y
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 = xi/n where xi = 1 for a success and 0 for a failure and then apply the above theorem with E([image: image17.png]N~1Y



) = p, the probability of success, and SD([image: image19.png]N~1Y



) = 
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(a) Press Reset twice.  Uncheck the Show Length box and check the Show Long box.  The population distribution is now 37%  long words and 63% short words as shown in the bar graph. Create an empirical sampling distribution (500 samples) for the distribution of the proportion of long words in the sample.  Include a screen capture and describe the shape, center, and spread of this distribution.  Are the mean and standard deviation close to what the theoretical values would predict?  Would you consider this distribution to be approximately normal?

(b) Now change the sample size to 10.  Include a screen capture and again describe the distribution and compare its characteristics to the theoretical results and to the previous distribution (now in green).  Would you say this distribution was roughly symmetric?

(c) Press Reset twice and now also check the Show Noun box.  Compare the two population distributions.
(d) Set the sample size to n =5 and create the empirical sampling distributions for 500 samples (screen capture).  How do the two distributions compare to each other? How do the mean and standard deviation of the nouns distribution compare to the theoretical values?

(e) Now change the sample size to n = 10.  Which sampling distribution is more symmetric?  Why do you think this is?

(f) Click Reset twice and set the sample size to n = 20.  Would you say either sampling distribution is approximately normal?

(g) Click the Show Length box again and make sure you have the shape, mean and SD of each distribution recorded.  Now use the pull-down menu and switch from “address” to “fouraddresses.”  Your population now consists of four copies of the Gettysburg address (you will see the length of words distribution grow taller.  So the population is four times larger.  Create the empirical sampling distributions with n = 20 and compare them to what you obtained with the one address population.  Has increasing the population size dramatically affected the bias or variability of the sampling distributions?
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