Winter, 2008




Lab 7 – What Do You Mean You Are Confident?

Due beginning of lab, 3/7
In this lab, you will further explore the meaning of “statistical confidence” as well as the “robustness” of t confidence intervals for the population mean.  You will be asked to use two different applets and to include screen captures of your output.  You are encouraged to work with one other person on this lab and turn in a joint report.
Part one: Recall from Thursday’s class, that we suggested a “one-sample t-interval” to estimate a population mean: [image: image2.png]
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, claiming this procedure would achieve the stated confidence level, 100(1-, if the samples are (1) random and (2) arise from a normal population (p. 272).
Open the Simulating t-Confidence intervals applet from Stat 321 Java applets page.

(a) To match the Scottish Militiamen scenario, specify 39.8 as the population mean, 2.05 as the population standard deviation, and 5 as the sample size.  Change the confidence level to 90% and change the number of Intervals from 20 to 1 and press Sample. Click on the resulting interval to reveal the endpoint values and include a screen capture of this result.  Verify “by hand” the calculation (show the details) of this interval based on the sample mean and sample standard deviation given to you at the bottom of the screen. 
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(b) Press Sample again 4 more times.  Did you get the same interval every time?  Is this surprising?  Did the value of  change? 
Click Reset and change the number of Intervals from 1 to 200.  Click Sample.   Notice that the distribution in the top right window is the sampling distribution of the 200 sample means.  The distribution in the bottom right window is the last sample of 5 militiamen selected.

(c) Describe the shape, center, and spread of the sampling distribution.  Are these results consistent with the Central Limit Theorem?

(d) What percentage of these 200 intervals succeed in capturing the value of the population mean (39.8)?  Is this would you would have predicted?

(e) Press the Sort button and include a screen capture.  Under what circumstances does an interval fail to capture the population mean? (give two possible reasons)
(f) Change the sample size from 5 to 50 and press Sample five times to generate a running total for 1000 intervals. Does changing the sample size dramatically change the running total?  What is the main change in the resulting confidence intervals themselves for this larger sample size?  
(g) Now change the confidence level to 80% and press Recalculate.  How do the individual intervals change?  How does the percentage of intervals capturing  change?

(h) Return to 90% for the confidence level and now use the pull-down menu to change the Population from Normal to Exponential (with  = 39.8).  Press the Sample button 5 times and create a screen capture. How do the two distributions (empirical sampling distribution and distribution of last sample) compare?  Explain why each has the shape that it does.  

(i) What is the running total for the percentage of the 1000 intervals that succeed in capturing 
 = 39.8?  Is it close to 90%?

(j) Now change the sample size back to n = 5 and repeat (i) with a screen capture. Describe the shape of the sampling distribution.  Is the running total close to 90%?  

(k) Now change the Population from Exponential to Uniform. Set a=35 and b=45 and generate 1000 intervals for sample size n = 5 and then for n = 50.  For each sample size, create a screen capture that shows the sampling distribution and the running total after 1000 repetitions, and comment on how close the percentage is to 90%.
(l) How well does the procedure in (k) do, even when the sample size is small (especially compared to the exponential population)?  Suggest an explanation for why the t-confidence interval has better “coverage” with the uniform distribution than with the exponential distribution, though not as good as the normal population.  (Clarify both how you are deciding the coverage is better as well as providing an explanation for this improvement.)
(m) A statistical procedure (such as the t-interval) is said to be robust if it performs well even when its “technical conditions” are not satisfied (p. 276). Summarize what your analysis reveals about how robust the t-interval procedure is (to what technical conditions, see (1) and (2) above?).  Explain your answer.
Part 2: In Lab 6, you were told that for a random sample from a population with proportion of successes p (or a random process with probability of success p), E(
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.  Furthermore, under certain conditions that depend on both the sample size and the population proportion (np and n(1-p) > 10), the sampling distribution of 
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 is approximately normal. This suggests forming a confidence interval for p using 
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, but since we don’t know the value of p, we will approximate SD(
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and create an approximate 100(1-)% CI for p: 
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, as long as (1) have an SRS and (2) n
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 10.  This often referred to as the Wald interval.
(a) After class Thursday, you determined the sample proportion of orange candies in a random sample of 25 Reeses Pieces.  Report this proportion and use the above formula to calculate a 95% confidence interval for the proportion of orange candies manufactured by Hershey’s.  Show the details of your calculation.

(b) I claim 45% of all Reeses Pieces are orange.  Did your sample provide strong evidence that this is incorrect or does this appear to be a plausible value for p?  Explain.

(c) Do you think all students will range the sample conclusion in (b)?  Explain.

Open the Simulating Confidence Intervals applet 

(d) To match the Reese’s Pieces scenario, set the value of p to .45 and the sample size n to 25.  Set the number of samples to 200 and click “Sample” 5 times. Include a screen capture of this last window.  What percentage of the 1000 intervals contained p?  Does this Wald interval appear to be a valid 95% confidence interval procedure?  Explain how you are deciding.
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(e) Suppose we instead investigated the proportion of candies that were brown.  I claim 25% of all Reese’s manufactured are Brown.  Change the value of p to .25.  Does this appear to still be a 95% confidence interval procedure?   Explain how and why this “95% confidence interval” procedure has failed.  Is there a tendency for the intervals to miss on one side more than the other?  (You may want to sort the intervals.)  Does this procedure appear to be robust?
(f) Change the sample size to 5.  Sort the intervals and explain one reason why the coverage rate is so small.

An alternative 95% confidence interval procedure for p is to use 
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as the confidence interval (bottom p. 266).  This procedure is called the “Adjusted Wald” method in the applet.

(g) Use the pull-down menu to select the Adjusted Wald method, watching how the intervals change.  Discuss how the intervals have changed visually (width? midpoint?)  [Note: the “Score” method is equation 7.10] 
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(h) Generate 1000 intervals, 200 at a time, and include a screen capture of the last 200, including the “Running total” for all 1000.  Based on these empirical results, would you consider this to be a “95% confidence interval method for p”?  Explain.  
(i) Return to n = 25 and p = .25.  Does this still appear to be a valid 95% confidence interval procedure?   What about when n = 75 and p = .25?

(j) Proof: The midpoint of these intervals is 
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 is an unbiased estimator for p?  In other words, use rules for expectation to determine E(
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);  is this expected value equal to p?

[Again, be careful about what is a random variable and what is a constant!]
(j) In the scenario (p = .25), the values of 
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 tend to be below .5.  How do the values of 
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 for such samples usually compare to the values of 
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 (larger, smaller)? [Hint:  Try particular values for n and 
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 like 25 and .4, determine the corresponding value of X and then solve for 
[image: image33.wmf]p

~
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 is helpful in this scenario.  [Hint: Especially for the n =5 case.]
Summary
(k) Explain to someone else in your own words what we mean by “95% confidence” based on this lab.  Do not use the words “confidence” or “sure” or “certain” in your explanation.  Be very, very careful if you try to use the word “chance” or “probability.”
(l) Suppose I didn’t know the value of p and calculated a valid 95% confidence interval to be (.475, .698). What is wrong with the following statements:

· 95% of the time p is between .475 and .698.

· 95% of sample proportions are between .475 and .698.

Hint: Think about using the applet to demonstrate the truth of the statement, can you?
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