Winter, 2007

Thursday, Feb. 8

Stat 322 – Day 16
Two-way ANOVA (11.1)
Recap: Transformations of the response variable are useful for stabilizing variances and creating normally distributed populations.
· The ANOVA procedure is reasonably robust to the normality condition (with large sample sizes and no severe outliers) but not the conditions of independence or equal variances.

· It is often the case that the same transformation will fix multiple problems in the data set.

· Taking logs (either natural logs or log base 10) is the most useful transformation (and often leads to a convenient interpretation but we won’t focus on that now).  Look for max>10min, large outliers, positively skewed distributions, variance increasing with the mean.

· Square root often applies to count data and area measurements

· Reciprocal transformation often applies to waiting times

· Arcsine and logit transformation often apply with proportions

· Use power transformations with powers > 1 for negatively skewed data

Note: Things often get more “complicated” when have unequal group sizes.
One-way ANOVA: log head versus size

Source   DF       SS      MS     F      P

size      7   2.3356  0.3337  9.00  0.000

Error   330  12.2368  0.0371

Total   337  14.5724

S = 0.1926   R-Sq = 16.03%   R-Sq(adj) = 14.25%

                           Individual 95% CIs For Mean Based on

                           Pooled StDev

Level   N    Mean   StDev  ----+---------+---------+---------+-----

1med   58  2.8095  0.2292  (----*----)

2comp  83  2.8578  0.1796        (---*---)

3hev   14  2.8682  0.2157   (---------*---------)

4lt    73  2.8787  0.1808         (----*---)

5mini  14  2.8986  0.1723      (---------*---------)

6pu    36  2.9840  0.1831                  (-----*------)

7van   30  3.0405  0.2169                       (------*------)

8mpv   30  3.0659  0.1571                          (------*------)

                           ----+---------+---------+---------+-----

                             2.80      2.90      3.00      3.10

Example 1: Chimpanzee Learning Times

An experiment investigated whether chimpanzees can be taught to recognize words in American

Sign Language (Fouts, Science 180 (1973): 978-980). The study aimed to see whether some chimps learn more quickly than others and whether some words are learned more quickly than others. Partial results of the study, pertaining to four young chimps (two males and two females) and five words, appear in the table below as number of minutes required for the chimp to learn the word.  Chimpanzees were taught individually, using a system of rewards (and in the case of a reluctant Bruno, threats), until they could successfully produce unprompted responses on five successive occasions.
	
	listen
	shoe
	more
	fruit
	look
	chimp mean

	Booee
	12
	14
	10
	80
	115
	

	Cindy
	10
	18
	15
	20
	54
	

	Bruno
	2
	60
	225
	117
	345
	

	Thelma
	15
	20
	24
	195
	420
	

	word mean
	
	
	
	
	
	


(a) How many variables are there in this study?  Describe them (as variables!). Which would you consider response variable(s) and which explanatory variable(s)?  For each variable, is it quantitative or categorical?
Open the file chimpwords.mtw and notice the data have been given in both unstacked (c1-c6) and stacked (c8-c10) form.  As always, you should start by producing numerical and graphical summaries to explore the observed data.  
(b) On the graph below, plot the data for each chimp, using different symbols for each.
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(c) Calculate (by hand or with Minitab’s rmean command) the average learning time for each chimp.  Then calculate (by hand or with the describe command) the average learning time for each word.
(d) Comment on what these graphical and numerical summaries reveal about the researcher’s two questions: do some chimps seem to learn more quickly than others, and do some words take longer to learn than others?
Additive Model: Let Xij be a random variable representing, in this example, the time for chimp i to learn word j. One simple statistical model for these learning times is to assume that each chimp has some effect and each word has some effect, with their effects being additive, and that an additional random component is also present. In symbols, this model says that Xij =  + i + j + εij, where  is the overall mean, i is the effect of chimp i, j is the effect of word j, and the εij’s are the random components assumed to follow independent normal distributions with mean 0 and common standard deviation . In order for the terms in the model to be uniquely determined, we require that the i’s and the j’s each sum to zero.

Another way to think of this model is that each (chimp, word) pair has some mean learning time ij that would result if the experiment could be repeated over and over. The additive model stipulates that each of these means is the overall mean plus the sum of the chimp’s effect and the word’s effect: ij =  + i + j.
Estimating Effects: We estimate the chimp and word effects from the data in a straightforward way by comparing each chimp/word’s mean to the overall mean: .
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(e) Use these expressions to estimate the effects for each of the four chimps and for each of the

five words. [You will need to first calculate the overall mean if you have not already done

so.]
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(f) Verify that the “chimp effects” sum to zero and that the “word effects” sum to zero.

(g) What does a positive chimp effect signify?  What does a negative word effect signify?

Fitted Values and Residuals: The fitted values of the model are the predicted learning times for each (chimp, word) pair. In other words, the fitted value for cell (i,j) is i j 
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 (overall average + chimp effect + word effect) where 
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 represents the overall sample mean. The residuals of the model are the differences between the actual observed learning times and the fitted values (subtracted in that order).

(h) Calculate the fitted values and residuals for the following (chimp, word) pairs:

(Booee, look):

(Cindy, more):

(Bruno, fruit):
(i) Explain what the signs (positive or negative) of the residuals indicate in these cases.
Test Procedures: We again want to compare the “group effect” to some measure of the unexplained “chance” variability in the data set.  We will do this by partitioning the total variability in the data set into variability due to the chimp effect, variability due to the word effect, and what’s left over will be our unexplained variability.

The overall variability is represented by SST = 
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The variability for the two factors are represented by




SSA = 
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SSB = 
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Some fun algebra show that what’s left is




SSE  = 
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F-tests for two-way ANOVA proceed just as their counterparts for one-way ANOVA (e.g., FA=(SSA/dfA)/(SSE/dfE). The degrees of freedom are: dfA = I-1, dfB = J-1, dfE = (I-1)(J-1), and dfT = IJ-1. Each of the two explanatory variables produces its own F statistic for testing the null hypothesis that all of its effects equal zero (i.e., that there is no effect of that variable). In other words, the two null hypotheses being tested are: H0: i = 0 for all i and H0: j = 0 for all j.
(j) In Minitab, choose Stat > ANOVA > Two-Way and enter time as the response variable and chimp and word as factors.  Report each test statistic and corresponding p-value.
Relation to One-Way ANOVA: Suppose that we did not have information about which words were learned, so we only had information on five learning times for each of the four chimps.

(k) Use Minitab to conduct a one-way ANOVA of this situation. Record the ANOVA table

below, and comment on what conclusion you would draw about whether the data provide

evidence of a difference in mean learning times among the four chimps.
Analysis of Variance for time

Source  DF      SS     MS     F      P

chimp    
Error
Total 
(l) How does the total sum of squares from the one-way ANOVA compare to the total sum of

squares from the two-way ANOVA? Explain why this makes sense.

(n) How does the sum of squares due to the chimp variable from the one-way ANOVA compare

to the its counterpart from the two-way ANOVA? Explain why this makes sense
(o) Explain what happens to the error sum of squares (SSE) from the one-way ANOVA in the

two-way ANOVA table.
(p) Why is it advantageous to run a two-way ANOVA rather than two one-way ANOVAs?
Of course, we can’t trust these results without checking the technical conditions:

· ij’s are independent
· ij’s are normally distributed
· Var(ij)=2 (not depending on i or j)
Residual Analysis: We can estimate the error terms by looking at the “residuals” between the actual observation and the cell means.  Thus, looking at the behavior of these residuals tells us if our model assumptions about the error terms are reasonably satisfied.  (The shape and spread of each distribution is supposed to be the same so subtracting off the (fitted) means should produce observations that are all from the same distribution.)
To produce residual plots, choose Stat > ANOVA >  Two-Way and press the Graphs button.  Select “Four in One” Residual Plots.

(q) Assess the normality of the residuals by looking at the histogram and normal probability plot.

Does this technical condition appear to be satisfied? Explain.

(r) Examine the plot of residuals vs. fitted values. Does the plot reveal a random scattering with

no pattern? Does it suggest that the variability of residuals is constant across the fitted

values? Explain.
(s) Apply a logarithmic transformation to the learning times (let c13=logt(c10)). Then

re-perform the two-way ANOVA analysis on the transformed data. Report the F statistics and p-values.
(t) Analyze the residuals from this model with the transformed data. Do the technical conditions

seem to be satisfied now, or at least come closer to being satisfied? Explain.

(u) What conclusions do you draw from these F tests? Do they differ from the conclusions based

on the untransformed data? Explain.
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