Stat 322 – Day 20
Inference for Regression (12.3)
Example 1: Students at the University of the Pacific (UOP) conducted a study to see if students who study more hours per week tend to have higher grade point averages than students who study less.  They asked a sample of 80 students to report their GPA and also how many hours per week they study outside of class.  The data can be found in the worksheet UOPgpa.mtw.

(a) Which variable is being considered the explanatory variable and which the response variable?

Do you expect a positive or a negative relationship between these variables?

(b) Open the worksheet and examine a scatterplot of GPA vs. study hours per week.  Does there appear to be an association between GPA and study hours?  Explain.

(c) Use Minitab to create a fitted line plot (Stat> Regression> Fitted line plot) and record the equation using proper notation. How would you interpret these slope and intercept coefficients?

(d) What is the value of R2 and how would you interpret this value?

Regression Model:

Since these 80 students constituted a random sample from the population of thousands of UOP students, we can use the sample data to make inferences about the population.  Our regression model for the population stipulates that that yi = 0 + 1 xi + i, where the error terms i are assumed to have independent normal distributions with mean 0 and standard deviation :
L: There is a linear relationship between the means at each x and x: 
E(Y|X=x) = 0 + x 

I: The observations are independent

N: The responses follow a normal distribution for each value of x

Y|X (Normal

E: The variance of the responses is the same for each value of x

V(Y|X=x) =  

To visualize the implications of this model, create a new variable that records the study hours to the nearest hour, storing the results in C4:
MTB> round c3 c4
Then examine a dotplot of the response variable for each level of the new variable:


MTB> dotplot c2*c4
The regression model assumptions are met if each distribution is normal, the distributions have the same mean, and the means fall in a line.

(e) If there is no relationship between GPA and study hours, what does that imply about the underlying “population” regression line?

Model Parameters: 
- We will use the least square estimates to estimate 0 and 1
- How do we estimate , the constant variability about the regression line?

When these conditions are met, we will conduct a significance test of whether the sample produces strong evidence against the hypothesis that 1=0 in the population.  Our approach will be the same as always: we will find the probability of obtaining a sample result as extreme as the observed value of 
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 if in fact 1=0.  

(f) Open the “Sampling Regression Lines” applet from the course webpage (http://statweb.calpoly.edu/chance/applets/regcoeff/regcoeff.html)

The applet displays the scatterplot for a large population of students.  Note that the population mean GPA, population mean study hours, population standard deviation study hours and  have all been specified to match the characteristics of the students’ sample data.  The key difference is that we are forcing the population slope to be zero.  Thus, we are assuming the null hypothesis H0: 1 = 0 to be true.

- Click the Draw Samples button.  Did you get the same sample regression line as the students?
- Click the Draw Samples button again.  Did you get the same sample regression line the second time?

(g) Change the “num samples” box from 1 to 50.  Click the Draw Samples button.  Describe the pattern of variation in the regression lines as they scroll by.

(h) A separate dotplots window will open displaying a dotplot of the 50 sample slopes and a second dotplot of the 50 sample intercepts.  Describe the pattern of variation in the sample slopes (shape, center, spread).  Is the mean of this distribution roughly what you expected?

(i) How often did you obtain a sample slope as extreme as .089 like the student project group did?  Does this appear to be an unusual observation?  Explain.

-------------------------------------------------------------------------------------------------------------------
- Click Reset. Change the value of sigma from .45 to .20 and click Set Population.  How does this change the population scatterplot? 

(j) How do you think this will change the behavior of the distribution of sample slopes? (shape, center, spread) 
(k) Click the Draw Samples button.  Was your conjecture in (j) correct? (You might want to look at both dotplot windows.)

(l) Change the value of sigma back to .45 but change the value of SD(X) from 1.84 to .6. Click Set Population.  How does this change the population scatterplot?

(m) How do you think this will change the behavior of the distribution of sample slopes?

(n) Click the Draw Samples button.  Was your conjecture in (m) correct?

(o) Change the value of SD(X) back to 1.84 (Set Population) and change the sample size from 80 to 40.  Conjecture what will happen to the sampling distribution.

(p) Click the Draw Samples button.  Was your conjecture correct?

You should have made the following observations:

· The distributions of sample slopes and intercepts are approximately normal.

· The means of the distributions of sample slopes and intercepts are 0 and 1 respectively.

· The variability in the sample slopes increases if we increase .

· The variability in the sample slopes increases if we decrease SD(X)= sx.

· The variability in the sample slopes decreases if we increase n.

(q) Are the last three observations consistent with the following formula for V(
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(r) Explain why each of the last 3 observations make intuitive sense.

(s) Suggest a way to estimate the standard deviation of 
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Statistical Inference
Now that we have the formulas to measure the variability in the sample slope, we can carry out tests of significance and compute confidence intervals.  Keep in mind that since we don’t know , we will use 
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to compute SE(
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, has a t-distribution with n-2 degrees of freedom.

This result suggests that the t-distribution can form the basis for a confidence interval and test of significance about a slope coefficient. In particular, a test of H0: 1=0 vs. Ha: 1
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0 is considered a model utility test because it tests whether the explanatory variable is of any use in predicting the response variable.  

In Minitab, return to the sample_gpa.mtw worksheet.  Choose Stat > Regression > Regression from the menu and enter GPA as the response and hours as the Predictors.  Click OK. Your output should include the following:

Predictor        Coef     SE Coef          T        P

Constant       2.8860      0.1201      24.03    0.000

hours         0.08938     0.02771       3.23    0.002

S = 0.4537      

(t) Verify the calculation of the t statistic for testing whether the slope coefficient differs significantly from zero.  Also report the p-value of this test.  Write sentence or two stating your conclusion and explaining how it follows from your test result.

(u) What p-value would you report to test H0: 1 = 0 vs. Ha: 1 > 0?

(v) Change the population slope to .05 and click Set Population and set the sample size back to n=80, click Draw Samples and examine the sampling distribution of the sample slopes.  Where is the center?  Roughly how often did you get a sample slope as big as .08 or bigger? Does it seem plausible that the students’ regression line came from a population with 1 = .05?

(w) Construct a 95% confidence interval for Is 0 in this interval?  .05?
(x) Suppose we wanted to predict the GPA for someone who studies 4 hours per week and for someone who studies 10 hours per week.  Which estimate do you think will be more accurate?  You might want to review the results from the applet simulation.
If you want to estimate the population regression line as accurately as possible based on your sample, and if you can choose the x-values at which to sample, would you prefer those x-values to be narrowly centered or more spread out?  Explain.
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