Winter, 2007 

Friday, March 2

Stat 322 – Day 27
Goodness of Fit Test (14.1)

Example 1: Are the days of the week on which people are born uniformly distributed among the seven days? The following table reports the birthdays of 147 “noted writers of the present” listed in The 2000 World Almanac and Book of Facts:

	Monday
	Tuesday
	Wednesday
	Thursday
	Friday
	Saturday
	Sunday

	17
	26
	22
	23
	19
	15
	25


(a) Which day has the most births?  Which has the fewest? 

(b) Prediction: Do you think the variation in these counts could have happened “by chance”?  Or do you think these data provide evidence that births are not uniformly distributed across the seven days? 
(c) Under the assumption that birthdays are equally likely to occur on any of the seven days of the week, what would be the “expected” number of births on each day?

(d) For each of the seven days, calculate the difference between the observed count of births on that day and the “expected” count (subtracting expected from observed) under a uniform distribution.  Record these in the third row of the table below, and put the expected counts in the second row (ignore the last row for now):

	
	Mon
	Tues
	Wed
	Thur
	Fri
	Sat
	Sun
	Sum

	observed
	17
	26
	22
	23
	19
	15
	25
	147

	expected
	
	
	
	
	
	
	
	

	difference
	
	
	
	
	
	
	
	

	test statistic
	
	
	
	
	
	
	
	


(e) Explain why simply summing these differences would not produce a reasonable test statistic.

Summing the absolute values of these differences would create a reasonable test statistic in this case, but if we were dealing with a distribution other than uniform, this would give undue weight to categories with larger expected counts.  The commonly used test statistic adjusts for this by first squaring the difference and then dividing that result by the expected count.  Letting 
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 denote the observed count and 
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 the expected count for category i, this can be written as 
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.  The test statistic, commonly denoted by 
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, is then calculated by summing these values over all k categories: 
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(f) Calculate the values of 
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 for the sample data in the table above.  Record these in the last row of the table, and then sum the seven values to compute the test statistic 
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To decide whether this value of 
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 is large enough to shed doubt on the hypothesis that the seven days are equally likely as birthdays, we need to study the distribution of 
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 under the “equal likeliness” hypothesis.

(g) Use Minitab to simulate a random sample of 147 birthdays under the assumption that all seven days of the week are equally likely:

MTB> random 147 c1;

SUBC> integer 1 7.

MTB> tally c1

[Note: 1 designates Monday, 2 Tuesday, and so on.]

Record the results of your simulated sample in the table:

	
	Mon
	Tues
	Wed
	Thur
	Fri
	Sat
	Sun
	Sum

	simulated
	
	
	
	
	
	
	
	147

	expected
	
	
	
	
	
	
	
	147
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(h) Calculate the value of the X2 statistic for this simulated sample.  Is this simulated test statistic more extreme (larger) than the one from the actual sample?

Now save the file birthday.mtb to your desktop.  This file contains a series of Minitab commands, including the 3 above, that we want to execute a large number of times.  The macro will compute the test statistic for each randomly generated sample and store the results in C5.  Before running the macro, you need to initialize a few values:

MTB> let k1= 147  (the sample size)
MTB> let k2= 1
  (a counter to keep track of the samples)
To execute this macro, choose File > Other Files > Run an Exec.  Click Select File and then find the file on your desktop and double click on it.  If the macro runs and a value appears in C5, then execute the macro again, this time specifying 199 as the number of times to execute.  This will generate 199 more samples of 147 birthdays under the hypothesis that the seven days are equally likely.  Examine visual displays of the distribution of the 200 
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 test statistic values.  Describe the distribution.  
(i) How many and what proportion of 200 simulated samples produced a value for the 
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 statistic greater than its value in the observed sample (let c6=(c5>4.86) and then find the mean of c6)?  What does this suggest about the strength of evidence against the proposition that birthdays are equally likely to be on any one of the seven days?  Explain the connection between the proportion and your response.

One of the most famous and important results in theoretical statistics establishes that the distribution of this 
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 test statistic is approximately a chi-square 
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 distribution with k-1 degrees of freedom.  (Note that k represents the number of categories, so it makes sense that the degrees of freedom is k-1 since knowing the sample size and all but one of the category counts determines what the remaining category count must be.)  Technical condition: This approximation is generally considered to be valid as long as the expected count in each category is at least five.  The pdf of the chi-square distribution with six degrees of freedom is shown here:
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(j) Use Minitab to calculate the p-value of this test 
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, where 4.86 is the test statistic calculated from the observed sample data (Calc > Probability Distributions > Chi-Square).  Remember that the cumulative probability given is that of being less than or equal to the test statistic, so the p-value is found by subtracting that result from one.

(k) Minitab version 15 can perform this test with the following output.

                          Test            Contribution

Category  Observed  Proportion  Expected     to Chi-Sq

mon             17    0.142857        21       0.76190

tue             26    0.142857        21       1.19048

wed             22    0.142857        21       0.04762

thu             23    0.142857        21       0.19048

fri             19    0.142857        21       0.19048

sat             15    0.142857        21       1.71429

sun             25    0.142857        21       0.76190

  N  DF   Chi-Sq  P-Value

147   6  4.85714    0.562

(l) What is the null hypothesis being tested here? The alternative?  What is your p-value and conclusion about whether the sample data provide evidence that the days of the week on which people are born follow anything other than a uniform distribution?
Example 2: This chi-square procedure applies not only to tests of the uniform distribution but to testing any pre-specified probabilities for the categories. The only change is that the expected counts need not be identical for every category; they are calculated in the natural way by multiplying the overall sample size by the hypothesized probability for the category.

Based on extensive experience with Reese’s Pieces, I conjecture that yellow and brown might be equally likely with orange twice as likely as either of them.

(a) Investigate whether the three colors of Reese’s Pieces candies seem to follow this pattern by counting the number of each color in a sample. Record the observed counts in the first row:

	
	orange
	brown
	yellow
	total

	observed count
	
	
	
	

	expected proportion
	
	
	
	

	expected count
	
	
	
	

	test statistic
	
	
	
	


(b) Determine the probabilities corresponding to my conjecture, using the fact that the three

probabilities must add up to one. Record these in the expected proportion row of the table.

(c) Fill in the “expected counts” row of the table by multiplying each hypothesized probability

by the overall sample size.

(d) Conduct a chi-square test of whether these sample data provide reason to doubt my conjecture. Fill in the rest of the table, and report the hypotheses (in symbols and in words), test statistic, and p-value. Explain your conclusion.
Example 3: The following data give the numbers of fumbles made by 110 Division IA college football teams in the games played on a particular weekend.

	fumbles
	0
	1
	2
	3
	4
	5
	6
	7

	observed count
	8
	24
	27
	20
	17
	10
	3
	1


It has been conjectured that these data follow a Poisson distribution!  Explain how we could use a chi-square goodness of fit test to assess the validity of the Poisson model for these data.
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