Winter, 2007

Thursday, Jan. 11

Stat 322 – Day 3
Confidence Intervals (7.1, 7.2)
Recap:

The sampling distribution of a sample mean 
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 (and equivalently of a sample proportion 
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) can often be reasonably modeled by a normal distribution with mean  and standard deviation /
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For categorical data: need np 
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 10 and n(1-p) 
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For quantitative data: need n 
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 30 or a normal population.

This result also depends on having simple random samples from the population of interest.

A nice consequence of this is that we can apply the empirical rule to our sampling distributions:

   Roughly 95% of sample statistics should fall within 2 standard deviations of the parameter.
Conversely, for 95% of random samples, the population parameter should fall within 2 standard deviations of the statistic. For example, p should be in the interval (
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).  This formula isn’t very useful for estimating p though since we obviously don’t know p, so we will use 
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 instead and call this an approximate 95% confidence interval.  In fact, we can find the proper multiplier for any confidence level using the standard normal distribution.
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Thus, with categorical data, an approximate “C% confidence interval” for the population parameter is 
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  where C/100 = 1-.
· We will refer to this procedure as the Wald method.

· 
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 is often called the standard error of 
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· The half-width of the interval: z/2
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 is called the margin-of-error
· Increasing the confidence level increases the half-width of the interval

· Increasing the sample size decreases the half-width of the interval.

Example 1: A Harris poll interviewed a random sample of 1011 adult Americans on Jan. 16-21, 2002 and 81% reported wearing a seat belt regularly. 
(a) Define the parameter of interest.

(b) In Minitab, choose Stat > Basic Statistics > 1 Proportion.  Click Summarized data and enter number of trials (n) and number of events (n ×
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rounded to the nearest integer). Then under Options, check the “Use test and interval based on normal distribution” box.
Example 2: Exploring Confidence

In Internet Explorer, from the course webpage, follow the link to the “Simulating Confidence Intervals” applet (http://statweb.calpoly.edu/bchance/applets/Confsim/Confsim.html)

(a) The applet should be set up with p = .5 and n = 100.  Click Sample to generate a random confidence interval from this population.  Click on the interval to reveal the endpoints (and 
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 at the bottom of the screen), write down the interval you obtained.
(b) Click Sample again.  Did the population proportion change?  Did the sample proportion change?  Did the confidence interval change from that in (a)?

(c) Click Reset and then change the number of interval from 1 to 200.  Click Sample. The applet will generate 200 random intervals. If the interval succeeds in capturing p (.5), the interval is green.  If the interval fails to capture p, it is red.  The applet also reports the percentage of the 200 intervals that capture p.  Report this percentage.  Is it close to what you would expect?

(d) Is it reasonable to say p is in the interval you determined in (a) 95% of the time?

Note: Remember it’s the interval that is changing, not the parameter.  The parameter is not a random variable so we can’t make any probability statements about the parameter.  Any probability statements are about the interval method, before we calculate any particular interval.

(e) Click the Sort button.   Where are the red intervals compared to the green intervals?  Why does this make sense?

(f) Now recall our “special numbers” example with p = .20 and n = 25.  Use the applet to generate 200 intervals with these parameter values. Click Sample 4 more times to have a running total of 1000 intervals. What percentage contain p? Is this what you would expect? Explain.

An alternative confidence interval procedure is equation 7.10 (p. 295) called the score method.  (g) Use the pull-down menu to change from Wald to Score.  Click Sample 5 more times. What is the observed coverage rate for this method for 1000 intervals.   Is this better than in (f)?
Another procedure has been called the “Adjusted Wald”  method where instead of using 
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 as the point estimate, it uses p* = (X+2)/(n+4), so basically adding 2 successes and 2 failures to the sample (and increasing the sample size by 4).

(h) Use the pull-down menu to change from Score to Adjusted Wald and generate 1000 intervals.  What is the observed coverage rate for this method for 1000 intervals?   Is this better than (f)?

Writing Assignment 2 – due Tuesday Jan. 16 (one a separate piece of paper)
(a) Is p* an unbiased estimator for p?  Explain clearly how you are deciding/proving this.

(b) Provide an intuitive explanation/conjecture for why the adjusted Wald method seems to work better than the Wald method.  Make sure it’s clear what you mean by “works better.” 
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