Winter, 2007

Friday, Jan. 12

Stat 322 – Day 4

t-Intervals (7.3)

Recap: A C% confidence interval for p is 
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 if we have a random sample and the sample size is large.  If the sample size is not large, we can use the adjusted Wald method instead.  Keep in mind that the “margin-of-error” only measures the expected amount of random sampling error, not sampling errors or nonsampling errors. 
Be able to interpret both the interval (e.g., we are roughly 95% confident that between 78.6% and 83.4% of all adult Americans claim to wear a seat belt) and the confidence level (e.g., if we took all possible random samples from this population, then 95% of the resulting intervals should succeed in capturing the actual population proportion).  It is incorrect to say there is a 95% probability that p is between .786 and .834 since there is nothing random in this statement.
With quantitative data, the reasoning process is the same.  To derive a confidence interval for , we start with 
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 as the point estimator and then we add and subtract a suitable margin-of-error.  By the Central Limit Theorem, the sampling distribution of 
[image: image4.wmf]X

 is (approximately) normal with standard deviation /
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.  This leads to a confidence interval formula of
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Example 1: Meaning of Confidence II

Consider again the Simulating Confidence Intervals applet. Use the first pull-down menu to change from Proportions to Means.  Initially = .2 and  = 10.  Set the sample size to n = 25.  Note, the underlying population distribution is normal.

(a) What does  represent?

(b) Specify 200 as the number of intervals and click the Sample button 5 times, what is the “observed confidence level” in these 1000 intervals?  As expected? 
In the real world, if we don’t know  then we probably don’t know  either and so we substitute s and use the standard error of 
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, SE(
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.  Our formula would then be 
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(c) Use the second pull-down menu to change from z to “z with s” and generate 1000 intervals.  Does this appear to be a 95% confidence interval procedure?  Explain.  
(d) What has changed about the behavior of the intervals? (Hint: Sort them.)

(e) Now change the sample size from n = 25 to n = 5.  Does this still appear to be a 95% confidence interval procedure?  
(f) To adjust for the additional uncertainty incurred from using s in place of , we will use a multiplier (critical value) from the t distribution, with n-1 degrees of freedom instead of the standard normal distribution:    one-sample t-confidence interval for :
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Change the second pull-down menu to “t” and generate 1000 intervals.  Does this appear to be a 95% confidence interval procedure? What about when n = 25?
Example 2: Robustness
Return to the applet index page and choose the “Simulating t-Confidence Intervals” applet (http://statweb.calpoly.edu/bchance/applets/Robust/Robust.html)

(a) Using the Normal population with  = 5 and  = 10 and a sample size of n = 5, generate 1000 intervals (200 at a time) and report the observed percentage of intervals capturing  = 5.
(b) Use the pull-down menu to change the population distribution to Exponential with  = 5.0 and generate 1000 intervals.  Do roughly 95% of the confidence intervals succeed in capturing  = 5.0?

A technical condition for the validity of the t-confidence interval is that the data come from a normal population. 
(c) Change the sample size from n =5 to n = 50 and generate 1000 intervals.
- Describe the behavior of the “last sample” (bottom right graph).  Is this what you expected?

- Describe the behavior of the sampling distribution of the sample means (top right graph).  Is this what you expected?

- Do roughly 95% of the confidence intervals succeed in capturing  = 5.0?

However, if the sample size is large (your text uses 40 as the cut-off for large in this case), the t-interval method will still tend to be valid.  In fact, when n becomes really large, the t-interval procedure essentially converges to the z-interval procedure for  (as s approaches  and the t distribution approaches the standard normal distribution).

(d) Repeat (c) but for a “uniform” population distribution (with n = 50).
(e) Change the sample size from n = 50 to n = 5. Does the t-interval procedure appear to achieve the desired confidence level even when n=5?
(f) Can you explain why this t-interval procedure appears to work reasonably well with such a small sample size for a uniform population distribution (with is not normal) but not with the exponential population distribution (which is not normal)?

Example 3: Sleep Times

I will ask each of you to report how many hours of sleep you have gotten in the past 24 hours.

These times will be recorded in a Minitab worksheet called sleep322w07.mtw.

(a) Examine visual displays of the distribution of sleeping times (dotplot c1, histogram

c1, or boxplot c1). Comment on the shape, center, and spread of the distribution, as well

as any unusual observations.

(b) Does the distribution of sleeping times appear to be roughly normal, or is the sample size

moderately large (at least 30)? Are the technical conditions for using a t-interval satisfied?

Explain.
(c) Use Minitab to calculate a 90% confidence interval for μ from these data (Stat > Basic

Statistics > One-Sample t, click on “Options,” and change the confidence level to 90%). Report the endpoints of the interval, and write a sentence interpreting it.

(d) How many and what proportion of the sample values fall within this interval? For example, if your interval was (2,4), you could use:


MTB> let c2=(c1>2 & c1<4)


MTB> sum c2

Is this close to 90%? Should it be? Explain.

(e) Would an interval designed to estimate the value of an individual observation need to be

wider or narrower than an interval that estimates the value of the population mean? Explain.

A 100(1-α)% prediction interval (PI) for a single observation to be selected from a normal

population distribution is:
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(f) Explain how this formula differs from the CI formula for a population mean. Also describe what effect this change has on the interval.

(g) Determine and interpret a 90% prediction interval for the amount of sleep that an individual Cal Poly student got last night. How does it compare to the 90% confidence interval for μ?

(h) How many and what proportion of the sample values fall within this interval? Is it close to

90%? Should it be? Explain.

(p. 306) The one-sample t CI for  is robust to small or even moderate departures from normality unless n is quite small.    In practice, look at the behavior of the sample.  If it is not misbehaving too badly, you will consider the t-interval to provide a reasonable confidence interval for  (meaning attaining approximately the correct confidence level in the long run.) However, the prediction interval procedure is rather sensitive to departures from normality and should not be used unless the population distribution follows a normal distribution.
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