Spring, 2009

Tuesday, May 25

Stat 324 – Day 28
Logistic Regression (Ch. 11)
Example 1: In the winter of 1846-47, about 90 wagon train emigrants in the Donner party traveling from Illinois to California were unable to cross the Sierra Nevada Mountains of California before winter, and almost half of them starved to death.  Anthropologists have examined the data to study the theory that females were better able to withstand harsh conditions than males.
(a) What are the observational units in this study?

(b) What is the response variable? What type of variable is it?

(c) Which variables might help explain why some people survived and some did not? In other words, which might help us predict whether or not someone was going to survive?
The motivation

(d) Open donner.mtw. You can look at a “scatterplot” of survived vs. age by choosing Graph > Individual Value Plot (One Y, With Groups) and entering Age as the graph variable and Surv as the Categorical variable but then select Scale and check the “Transpose value and category scales” box.  What relationship does this graph reveal between survival status and age?  Do you think it will be statistically significant?
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(e) Would it be appropriate to fit a regression line to these data?

(f) What could we model instead?

Example 2: An experiment was conducted to study the effect of temperature on the reliability of an electronic device used in an undersea communications system. The experiment was done in a laboratory where tanks of seawater were maintained at either 100C, 300C, 500C, or 700C. After the electronic devices were submerged in the tanks for 5,000 hours, each device was inspected to determine whether it was still working. The following table provides information on the number of devices tested at each temperature and the number of working devices at the end of the 5,000-hour test.

	Seawater Temp
	100C
	300C
	500C
	700C

	Number of working devices
	29
	42
	21
	12

	Number of devices tested
	30
	50
	30
	20


(a) How might we examine the effect of water temperature on the ability of the devices to work for at least 5,000 hours?

(b) Does this relationship appear to fit the basic regression model?  What would you predict for 5oC?
(c) In general, is it reasonable to use regression to predict the probability of success? If not, what might you recommend?

Def: The transformation we will actually use is the logit transformation 
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We will see why this is also often called the log-odds.
(d) Compute the logit or log-odds of working device for each temperature group.  

	
	100C
	300C
	500C
	700C

	Proportion working
	
	
	
	

	Log-odds
	
	
	
	


(e) What’s one big advantage to modeling the log-odds instead of the proportions?
[Hint: What will be true about the log odds when [image: image6.png]N~1Y
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 approaches 1?]

Let’s say we fit this regression on log-odds vs. temperature level, and suppose Minitab reports
The regression equation is log odds = 3.51 - .0485 temperature
(f) What do you predict for the log-odds of a working device at 300C? 
(g) So what do you predict for the odds of a working device at 300C? 

Def: The odds of an outcome are defined as /(1-), the probability of the outcome happening over the probability of the outcome not happening.  The sample odds are 
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).  Note, you can calculate the sample odds by dividing the number of “successes” by the number of failures. 
If you know the odds, then  = odds/(1+odds).

Example: Nadal’s odds of losing the French Open were 2 to 5.  Federer 7 to 2, Roddick 100 to 1.
(h) So what you predict for the probability of a working device at 300C? How does this compare to the observed proportion?
Interpreting the model
Example 1 Continued: If we apply this logistic regression model to the Donnor Party data, Minitab reports:

predicted log-odds of survival = 1.81852 - .06647age
(g) What are the predicted odds of survival at age 20?  At age 21?
Def: To compare the odds in two groups or at two values, we compute the odds ratio.
(h) Compare the odds of survival at age 21 (numerator) to age 20 (denominator).  How does this value relate to .06647?  How do we interpret it?
(i) If the transformed variable has a linear relationship with age, what does that imply about the back-transformed relationship and about the predicted probabilities?  (Work out the formula.)

So we are modeling the nonlinear, sigmoidal behavior of the probabilities of death as a function of age:
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Applying the logistic regression model with gender Minitab finds:


predicted log-odds of survival = .693 – 1.38 male
where male = 1 for males and 0 for females.

(j) Applying the above logic, what is the interpretation for the coefficient of the male indicator variable? 
(k) Create a 2 × 2 contingency table of survival vs. gender: 

MTB> table c5 c4

customary to put EV as columns

and calculate the odds ratio of survival for males compared to females


OR =
(number of males survived/number of males died)

= 


(number of females survived/number of females died)

How does this compare to your interpretation in (j)?
(l) Fitting the model with age and gender we find: 


predicted log-odds of survival = 3.23 - .078 age - 1.60 male
Now how do you interpret the coefficient of male?
In general, if xj is increased by one unit (all other variables fixed), the odds of success, that is the odds that Y = 1, are multiplied by
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With a binary predictor, e1 is the ratio of the odds when x=1 to the odds for x=0, more directly the odds ratio between these two groups (instead of the multiplicative change in odds).

Note: The conclusions are the same no matter which outcome is labeled as “success” vs. “failure”!
(m) How do we interpret the intercept coefficient?
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