Spring, 2009

Thursday, May 28

Stat 324 – Day 30
Inference for Logistic Regression (Ch. 11)
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Recap: The logistic regression model predicts the log odds of success (and, back-transforming, the probability). The exponentiated coefficients estimate the multiplicative change in the odds associated with a one-unit increase in the predictor variable (conditional on the other variables in the model).  Minitab reports confidence intervals for each (population) odds ratio.  Can look at the correct classification rate/discordant pairs for your data as measures of model performance.
Example 1: Return to the donner.mtw worksheet.

Logistic Regression Table

                                                Odds     95% CI

Predictor       Coef    SE Coef      Z      P  Ratio  Lower  Upper

Constant    -3.23041    1.38697  -2.33  0.020

Gender

 MALE        1.59729   0.755501   2.11  0.034   4.94   1.12  21.72

Age        0.0782041  0.0372874   2.10  0.036   1.08   1.01   1.16

Log-Likelihood = -25.628

Test that all slopes are zero: G = 10.570, DF = 2, P-Value = 0.005

Aside: Recall that we are trying to estimate , the probability of death, where  = P(Yi = 1) and Y follows a Bernoulli distribution.  If T = Yi thten T follows a Binomial distribution, so P(T = t) = C(n,t)t(1-)n-t.

One method for estimating the parameter  is using “maximum likelihood estimation” where we treat this expression as a function of  (calling it the likelihood function) and find that value of  that maximizes this expression based on the observed value of t (so maximizes the likelihood of seeing our data).
(a) How generally could I find the value of  that maximizes that expression?

(b) It is often easier to work with the log-likelihood and, conveniently, the value of  that maximizes the log-likelihood is the same value of  that maximizes the likelihood function.

If L() = y(1-)n-y for y = number of deaths; what is ln L()?



So what value of  maximizes this expression?
(c) Calculate ln L([image: image2.png]N~1Y



) for these data. This represents the best we can do with no predictors.

Similarly, once we define a model (e.g., using age and gender), Minitab uses maximum likelihood estimation calculations to derive estimates for the slope coefficients. Thus the Log-Likelihood reported by Minitab is akin to the SSE value.  We can compare models by comparing their log-likelihood values.  Similar to the global and partial F-tests in multiple regression, you want to see if the reduced model appears to do about as well as the full model.  Where the partial F test compared the drop in sum of squares due to regression between the full and reduced model (or equivalently the difference in the SSE values); the likelihood ratio test procedure compares twice the log-likelihood for the full model to twice the log-likelihood of the reduced model:


LR = 2 ln 
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When the null is true and large sample size, this follows a chi-square distribution with df = difference in number of parameters between the full and reduced model.

(d) Calculate this test statistic, df, and p-value (from Probability Distribution Plot > Chi-Square, Right tail).  Reject or fail to reject H0: ?
Note: This is test of overall regression is reported as the G test statistic in Minitab.

(e) Create the variable age2.  What would it imply if a quadratic term was useful here? 
(f) Now fit the binary logistic regression model using age, gender, age2, age*gender and age2*gender.  Note, you don’t have to create the interaction terms, but can specify them in the “model” box:  
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remembering to specify Gender in the Factor box if you are using the non-numeric version (C4).  Do any of these “higher order” terms appear useful to the model?

(g) Suppose you want to consider dropping the gender*age2 term.   What does the likelihood ratio test indicate? 
(h) Note, Minitab had already reported a z-value and a p-value for this term. This is called Wald’s z-test and is appropriate when the sample sizes are large. Is the p-value the same as what you found in (g)?
Note: For an individual variable the likelihood ratio test is not equivalent to the Wald’s z-test.  If the two methods differ, the likelihood ratio test is slightly more reliable, otherwise Wald approach allows one-sided alternative and nonzero hypothesized values.
Variable Selection
Analogous to backward elimination procedures in multiple regression, we will choose to remove variables that don’t appear to significantly reduce the “error” of the model. This should be done with likelihood ratio test or Wald’s test for individual coefficients. This continues until all variables in the 

model are significant (or none can be safely dropped based on the deviance).

(i) What term would you drop next? Then what?

Model Assumptions:
One of the big advantages of logistic regression is you don’t have many of the restrictive assumptions that we had with linear regression

· models nonlinear effects (with and without interaction and quadratic terms)

· response variable may not be normally distributed, error terms may not be normally distributed

· don’t need equal variance 

Do still need the following:

· linearity between logits and explanatory variables

· independent observations (e.g., random sampling) think that’s true here?
· meaningful coding of variables (e.g., for the response variable, code the class of greatest interest 1 so then the coefficient predicts the log odds of being in that class)

· inclusion of all relevant variables in the model

· exclusion of all irrelevant variables, no multicollinearity (watch for high standard errors)

· low measurement error in explanatory variables

· no outliers

· large samples
(j) How could we perform a “lack of fit” test to assess the appropriateness of the logistic regression model.  What is the analog to the “one mean” model? What is the analog to the “separate means” model? 

Assessing the Fit of the Model
We also have an analog to the “lack of fit” test to assess the fit of the model by comparing a saturated model (each unique x-combo has its own parameter, 
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H0: logistic model is appropriate  
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H​a: logistic model is not appropriate 

or E(Y) ≠ 
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The deviance of a model is twice the difference in log-likelihood of these two models (eq 11.26) and with large sample sizes follows a chi-square distribution with m-p degrees of freedom.  Let m represent the number of “constellations” = unique explanatory variable combinations.  If m = n, there are no replicates.
For model with age, gender, age*gender there are 28 constellations (look at table or epro output)
Goodness-of-Fit Tests
Method                 Chi-Square  DF      P

Pearson                   24.3529  25  0.499  df = m-p, may be preferred for small samples
Deviance                  26.4414  25  0.384( compare to 225, large p-value => reasonable fit
Hosmer-Lemeshow           10.9523   8  0.204( more appropriate if no replicates (forms ((10) groups)
Note, instead of comparing the log-likelihoods, we can compare the difference in the deviance values. However, LRT  (  deviancereduced - deviancefull (Minitab’s reported deviance uses only the m constellations not all n observations). I will refer to either approach as the drop in deviance test.

Unusual Observations
· Histogram of  deviance residuals
In general, the sum of the squared deviance residuals equals the deviance statistic.

Look for outliers (e.g., larger than 2)

Are also standardized Pearson residuals (look for values larger than say 2 or 3).  


Often use the squared residuals and look for values larger than 4.
· Leverage values measure the potential effects of the observations in the predictor variables on the obtained logistic regression results.  An arbitrary cut-off is more than twice average.

· Delta Beta (standardized) measures scaled difference in regression coefficients when the ith observation is deleted.  An arbitrary cutoff is 1.0.
· Delta deviance measures the change in the chi-squared statistic G when the ith observation is deleted.  
Can look at dotplots and/or plots vs index and/or plots vs. estimated probabilities.
(i) Run a logistic regression model with both predictor variables.  Under the Storage button select Standardized Pearson residuals, Deviance residuals, Delta Deviance, Delta beta (standardized), leverage, and Event probability  Under the Graphs button, select Delta deviance vs. probability and Delta beta (standardized) vs. probability. Do any observations stand out? In which graph? Is the residual positive or negative? What makes them unusual?
Example 2:  Detecting ailing financial and business establishments is an important function of audit and control.  Systematic failure to do audit and control can lead to grave consequences, such as the savings-and-loan fiasco of the 1980s in the United States.  The file bankrupts.mtw contains data on the operating financial ratios of 33 firms that went bankrupt after 2 years and 33 that remained solvent during the same period.  The three explanatory variables are: C2: retained earnings/total assets; C3: earnings before interest and taxes/total assets; C4: sales/total assets; and the response is whether or not the firm was bankrupt after 2 years.

(a) Create a Matrix plot, with groups, using the predictors in the Graph variables box (C2-C4) and the response (C1) in the Categorical variables box.  Summarize what you learn.

(b) Run a logistic regression model with all 3 predictor variables.  Which of the explanatory variables are statistically significant at the 5% level?

(c) Is there evidence that collectively this model is useful in explaining the log odds?

(d) Drop variables one at a time until all variables in model are significant. What is your final model?

(e) Run this model again and under the Storage button select Standardized Pearson residuals, Deviance residuals, Delta Deviance, Delta beta (standardized), leverage, and Event probability. Examine a dotplot of the deviance residuals, leverages. standardized delta beta values.  Which observations (row numbers) are unusual?
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