Spring, 2009

Wednesday, April 8
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Stat 324 – Day 6
Prediction Intervals (2.5.2, 2.6)

Last Time: Inference for Regression

To test H0: 1 = 10 vs. Ha: 1 ≠ 10, we can form a t-test statistic: 
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 which follows a t distribution with n-2 degrees of freedom.  The standard error of  estimates the variability of the sampling distribution of [image: image5.png]


, how much the slopes from sample to sample tend to vary from 1.  We can use Minitab or the t table to get the (range for) the corresponding (one-sided) p-value or use the row corresponding to the slope in a statistical package to find the two-sided p-value.  We can also form a confidence interval for the slope: [image: image7.png]


 + tn-2 se([image: image9.png]


). This interval tells us a range of plausible values for 1 for the population based on our sample. 

     We can use very similar formulas to make inferences about the intercept, but this is usually of less interest. 
Example 1: The Minitab worksheet NBA_PG0809.mtw contains data on 42 NBA point guards and their performance so far this season. Players qualified if they were on pace to play 70 games or score 1400 points. (Why?)
(a) Examine a dotplot of the number of points scored by these players (C5).  Describe the shape of the distribution.   Are there any unusual observations?
(b) To identify the unusual observation by name, choose Editor > Brush (make sure the dotplot is the active window). Then choose Editor > Set ID Variables and specify C1 in the variables box.  Now use your mouse to select over the dot corresponding to the most points.  The brushing window should reveal his name.  

(c) Explain why looking at this may not be convincing evidence that this player is the most “effective” guard this year.
One way to measure effectiveness is in terms of points scored per minute (ppm) and one variable that might help explain ppm is minutes per game (mpg).  

(c) To create these variables, you can either type in the session window:


MTB> let c10 = c3/c9

(note: at home you may have 


MTB> let c11 = c9/c2

enable command prompt first)
and then name the columns, or you can use the menus:


Calc > Calculator


Specify “ppm” (without the quotes) as the variable you want to store the result in 


Enter the expression “c3/c9” (without the quotes)  in the Expression box


Click OK.

and repeat for the mpg variable.

(f) Use Stat > Regression > Regression to produce the standard errors and t statistics.  Is there evidence of a statistically signficant relationship between ppm and mpg for these players?

(g) One of the players who did not qualify is Gilbert Arenas who had a collision two years ago leading to three knee surgeries and has missed most of the last two seasons.  In the two games he has played this season, he played 31.5 minutes per game.  Predict his ppm based on his mpg using your calculator.
(h) Suppose we followed all point guards who played 31.5 minutes per game.  Predict the average PPM for these players (one value).

(i) How do these estimates compare?  Which estimate do you think is more precise?

Prediction Intervals vs. Confidence Intervals

Just as there is sampling variability when we predict a mean or a slope, there is also sampling error in our fitted values.  We will distinguish between two cases

· predicting the average response for a particular value of x, E(Y|x0) = (y|xo)
· predicting an individual response for a particular value of x, y0
Our estimate will be the same in each case, 
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, but there will be a different standard error for this prediction depending on whether we are trying to predict the mean response or an individual response.  Basically, the error in predicting in individual value will be the same as the error in predicting the average value plus variation due to the fact that the response variable values at each x vary about their mean (estimated by s).

 [image: image12.png]1, G

se(Ryiz) =5 [T+ 0502




    (  “se fit”       [image: image14.png]se() =s. 1*%*?..797:: = Jsefit? ¥ 52



 
(j) The average minutes per game in this sample of 42 guards is 
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 = 27.9 minutes with standard deviation sx = 7.80 minutes.  Minitab revealed s = .094.  Calculate these two standard errors.

(k) Calculate, by hand, the two 95% confidence intervals: 
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 + tn-2 se with the appropriate standard error.  How do they compare?

(l) In Minitab, choose Stat > Regression > Regression and under the Options button indicate that you want 95% prediction intervals for the new observation of 31.5 mpg.

Note that Minitab reports 
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(m) So how unusual is Chris Paul: He averaged 37.4 minutes per game and .589 points per minute.  Use this model to predict his points per minute. Report and interpret the interval predicting his performance and compare it to his actual performance.
(n) How does the width of the interval in (m) compare to the width predicting Arenas?  Why?

(o) Repeat (m) using a 99.95% confidence level.  How do the 99.95% intervals compare to the 95% intervals?  Why? 
(p)  Choose Stat > Regression > Fitted Line Plot and choose Options.  Select the boxes to display confidence interval and prediction interval and click OK twice.
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How do the prediction intervals and confidence interval compare at each x?

(q) Explain why the bands are not straight but rather curved.
(r) Would you still say Chris Paul stands out the most?  Explain.
(s) Why should we be hesitant in carrying out these inference procedures for these data?

Example 2: Return to the CA housing data (housing.mtw).  The transformed variables (log base 10) should be in C10 and C11.  
(a) Use Minitab to predict the log(price) (that year) of my house with its square footage of 3200.  (Note, be careful what you enter in the “new observations” box.  Also, do you want a confidence interval or a prediction interval?)
(b) To predict price instead of log(price), just exponentiate the endpoints of the interval, 10a and 10b. Note that the prediction interval is no longer symmetric about the point estimate.  Interpret this interval.
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