Regression inference: main concepts
• The slope and intercepts we compute in least squares regression are statistics, based upon our sample data. They are estimates of corresponding parameters; namely, the slope and intercept we would observe if the relationship between our variables were truly linear and we had data on the entire population. 

• The regression model is more than just the equation of a line; it is a model that tells us what reality should look like. Remember: just because the model claims to reflect reality doesn’t mean this is so. 
• The regression model says (1) the relationship between x and the mean of y is truly linear; (2) the distributions of x-values about this linear relationship are normal; (3) the standard deviations of these various normal distributions are the same for every x-value; and (4) for each x-value, the corresponding y-values are independent.

• Under the four conditions described above, our statistics (sample slope and intercept) are unbiased estimators of the corresponding parameters.

• Under those same conditions, we can perform statistical inference procedures on the slope and intercept, though inference on the intercept is far less common (and less important). 

• In particular, we can perform a “model utility test,” which considers the null hypothesis that the population slope is actually zero. If this hypothesis is true, then our linear model is not “useful,” in the sense that our explanatory variable does not help us predict the value of our response variable. 

• The predicted y-value given by the regression line is interpreted as the mean value of all possible y’s that we could observe for that particular x value (assuming the model is good, of course). 

• Even in statistical inference, association (correlation) does not imply causation. If we were to reject the aforementioned null hypothesis and conclude that our linear model is “useful,” we still could not conclude that our explanatory variable causes the observed responses.
